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SUMMARY

The intricate task of coordinating robot swarms in highly constrained and crowded

environment is often hindered by the robots' limited capability to gather precise state infor-

mation of their environment crucial for controlling the group toward their objectives. Such

challenges stem from inherent uncertainties and unpredictability within these environments,

in�uencing the interactions between agents and their surroundings. However, studies of

dense active matter reveals that coordinated behaviors could arise through self-organization

principles, where complex global con�gurations and patterns emerge from simple, local,

and social interactions.

This thesis aims to exploit these unavoidable features of dense active matter to enable

the spontaneous coordination of robot swarms in the absence of global control, and explicit

information about the state of other robots. Speci�cally, an adaptive clog control technique

facilitates the emergent coordination of robot swarms through unplanned contact interactions.

This technique relies on inter-robot contacts and collisions amid noisy estimations of their

locations and environmental changes. Persistent clogs in narrow tunnels become resolved

through voluntary directional changes and individual participation modulation within group

tasks.

Next, we improved and extended our algorithm to handle scenarios where an individual

robot's failure could detrimentally impact group performance. The Active Contact Response

(ACR) algorithm imparts fault tolerance within the clog control mechanism, allowing the

repositioning of faulty robots to less obstructive con�gurations, ensuring continuous traf�c

�ow within the tunnel and completion of tasks.

Additionally, these characteristics of crowded and con�ned systems address foundational

challenges in multi-agent reinforcement learning. By establishing an indirect communi-

cation channel through the shared environment, agents can estimate and reason about the

statistics of other agents' activities, directly reducing the environment's non-stationarity
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from an individual agent's perspective. Numerical simulations show the potential bene�ts of

leveraging local and physical interactions, and implicit communication via the environment

to enhance convergence and scalability within multi-agent reinforcement learning setting.

Finally, a mathematical model was formulated to elucidate and validate the self-organizing

behavior observed in naturally occurring swarms navigating crowded and narrow self-

generated tunnels without relying on global control or explicit communication. The model's

alignment with multi-phase excavation rates observed in biological experiments, suggests

the pivotal role of contact and local interactions in governing the self-regulation behaviors

exhibited by natural collectives.
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CHAPTER 1

INTRODUCTION

In recent decades, there has been a discernible shift in focus towards integrating multiple

agents or robots across diverse domains, including search and rescue missions, environmental

monitoring, and consumer applications. This transition towards employing and coordinating

multiple agents to attain shared objectives is prompted by the escalating complexity of

contemporary challenges. The imperative for enhanced ef�ciency, resilience, scalability,

adaptability, and the emergence of more sophisticated capabilities becomes evident in these

contexts. The intricacies and interdependence of tasks often surpass the capabilities of

individual agents, necessitating the adoption of multiple agents [1, 2, 3].

However, as the number of interacting or collaborating agents grows, the complexity

of coordinating and controlling them also escalates. Interference among agents vying for

limited resources stands as a major challenge in multi-agent systems. While the �eld of

swarm robotics draws inspiration from the collective dynamics of natural swarms, such

as social insects, the contrast lies in the mechanical compliance—conventional robots

typically lack this attribute. Hence, most robotic collective control strategies tend to avoid or

minimize physical and social interactions. to avoid catastrophic occurrences. Nevertheless,

certain scenarios, especially those involving crowded and con�ned spaces, demand physical

interactions among robots, posing challenges to conventional collision avoidance methods.

Natural swarms ( Figure 1.1) exhibit robustness in uncertain environments, adapting

seamlessly without re-calibrating parameters. However, collision avoidance strategies in

multi-robot systems often rely on accurate information about the state of other agents, which

becomes impractical in highly constrained and unpredictable environments. Centralized

control techniques that depend on global information about all agents in the environment

offer optimal solutions for simpler scenarios but pose overhead costs and communication
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Figure 1.1: Examples of natural swarm, ranging from �ock of birds, colony of bees, school
of �sh, colony of ants.

challenges, and often intractable when deployed in complex, uncertain, and crowded envi-

ronments. Decentralized control techniques, akin to those observed in natural swarms like

social insects, are often favored in multi-robot systems due to their scalability, robustness,

lower computational overhead, and reliance on local interactions among the robots [4, 5, 6].

The objective of this thesis is to address the following question:how can highly con-

strained and minimally sensing group of robots achieve coordination and fault tolerance

without communication in an unknown and uncertain environment?. To answer this question,

insights from natural swarms and densely con�ned active matter are explored to discover

principles or methods resilient to the challenges of coordinating robots under harsh condi-

tions. We developed a multi-robot collective excavation scenario, drawing inspiration from

�re-ant nest construction, wherein multiple robots operate in narrow passages autonomously,

relying solely on basic onboard sensing without explicit communication. In contrast to

several existing multi-robot coordination methods, such as geometric algorithms [7, 8, 9, 10,

11], arti�cial potential functions [12, 13], consensus algorithms [14, 15], and distributed

optimization algorithms [16, 17], our proposed multi-robot control methods heavily rely on

physical contact interactions with other robots and the environment. The robots are designed
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to tolerate contact interactions or collisions which serve as sources for learning, reinforce-

ment, and adaptation, enabling the estimation of the environmental state which promotes

modulation of individual behaviors to produce emergent behaviors like: clog-control in

narrow passages, adaptive workload distribution in non-static environments, as well as fault

tolerance in con�ned multi-robot excavation.

Furthermore, considering recent advancements and potentials in Deep Learning, the

methods proposed in this thesis are extended to tackle the fundamental challenges posed by

partially observable environments with varying number of concurrent learners. Inspired by

the concept of stigmergy observed in social insects [18, 19, 20], an indirect communication

medium via the environment, termed virtual pheromone, is introduced to enhance the

learning and convergence process in such scenarios. This addresses problems related to

non-stationarity and non-scalability in a multi-agent environment while learning optimal

policies for collective excavation. Lastly, we also aim to deeply understand the principles by

which con�ned natural swarms can learn to avoid congestion through local interactions while

performing tasks such as pellet retrieval in narrow, vision-deprived and crowed environment.

We designed our swarm robots with features similar to those of social insects, to enable

us probe the unavoidable characteristics of social insects which results in robust emergent

self-organization behaviors from local and social interactions.

Concretely, chapter 3 systematically studies the performance of these robots under dif-

ferent reactive behaviors or protocols, demonstrating the mitigation of congestion by certain

individuals learning to reduce participation in excavation. Such social interactions, including

inter-robot collisions and imprecise estimates of tunnel length, serve as reinforcement in

the learning scheme. This learning scheme exhibits a robust response to changing work

conditions, even when individuals acquire inaccurate information about their environment

(such as tunnel length). Chapter 4 delves into scenarios where robot breakdowns in con�ned

environments can lead to cascading effects, hindering or preventing task completion. The

Active Contact Response (ACR) algorithm is introduced to imbue fault tolerance into the
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adaptive learning algorithm discussed in Chapter 3. The ACR method utilizes an egocentric

dynamic contact map, enabling individual robots to localize and track contact interaction

histories. Upon contacting another robot, the robot references the contact map history to

identify if it has encountered a stationary faulty robot. Subsequently, the robot either actively

attempts to displace the obstructive robot to a less obstructed con�guration for its exit (active

contact response) or avoids contact with the obstructive robot to prevent further obstruction

(passive contact response). This results in emergent behavior wherein robots collectively

identify and adjust the position of a faulty robot causing obstructions.

In Chapter 5, deep reinforcement learning (DLR) is adopted to explore and validate com-

plex emergent behaviors from elementary task descriptions. A stigmergic multi-agent deep

reinforcement learning (S-MADRL) technique, grounded in the deep Q-Network (DQN)

learning algorithm, is developed to discover cooperative policies for collective food retrieval

in densely crowded environments. Decentralized policies leveraging partially observable

state information are trained to effectively coordinate a group of homogeneous agents to

avoid congestion and enhance the food retrieval rate. The stigmergic communication tech-

nique, employing virtual pheromones as part of the local observation of agents, fosters

cooperation and the emergence of social behaviors. Additionally, a curriculum learning

method is introduced to address unstable convergence in highly crowded scenarios, breaking

down the learning problem into more manageable sub-problems. The results showcase

the potential of stigmergy in addressing the non-stationarity and non-scalability issues

in multi-agent learning to replicate and validate emergent behaviors observed in natural

swarms.

Finally, in Chapter 6, insights from nature are revisited to deepen the understanding of

how ants self-organize to excavate crowded, narrow tunnels without global control or explicit

communication. The focus is to discover the principles guiding social insects' adaptation

to changing environments solely through local interactions. A model is developed where

contact interactions are used to explain the rates of multi-phase excavation in collective ant
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digging. A multi-tunnel Cellular Automata (CA) model is adopted, suggesting that ants

rely solely on physical interactions like collision frequency with other ants as a proxy to

estimate and propagate information about their environment. Mathematical modeling and

computer simulations align with results from biological experiments conducted in controlled

laboratory environments. These experiments reveal three stages of excavation rates: a

constant rate, rapid decay, and slower decay scaling inversely with the square root of time.

The alignment between our model and biological experiments underscores the possibility of

complex emergent or optimal group behaviors arising from individual decisions facilitated

solely through local contact interactions, without explicit or global information.

A prospective progression beyond the algorithms and methodologies expounded in this

thesis involves evaluating their scalability across larger number of agents. This evaluation is

to be conducted within a model simulation environment meticulously designed to replicate

the dynamics inherent in the physical interactions among robots within their environment.

The inclusion of a larger number of agents in this analysis is anticipated to provide enhanced

understanding regarding the scalability of the outlined techniques. Furthermore, such an

exploration aims to elucidate similar strategies for harnessing unavoidable features intrinsic

to dense active systems.

To summarize, this thesis outlined as follows:

• Chapter 2 presents a background and literature review of harnessing local interactions

as coordination techniques in biological and robot swarms. It encompasses applica-

tions of stigmergy in multi-agent reinforcement learning scenarios and surveys fault

tolerance techniques in multi-agent systems.

• Chapter 3 introduces the Adaptive protocol method for learning to prevent congestion

in con�ned multi-robot excavation, presenting experimental results from real robot

experiments conducted over extended durations.

• Chapter 4 details the Active Contact Response method, enhancing fault tolerance in
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clog control algorithms discussed in Chapter 3. Results from real robot experiments

are presented and compared against previous algorithms used as baselines.

• Chapter 5 shifts focus to deep reinforcement learning for multi-agent coordination in

crowded and con�ned environments, discussing methodologies to enhance conver-

gence through virtual pheromones or stigmergy and comparisons with established

baseline algorithms.

• Chapter 6 presents recent �ndings on coordination and adaptation techniques in living

collectives, wherein analytical and simulation models for ant digging experiments are

developed.

• Chapter 7 concludes this thesis by highlighting primary contributions and suggesting

potential future directions for research.
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CHAPTER 2

BACKGROUND

In this chapter, we offer an overview of swarm robotics and conduct a comprehensive

examination of some relevant prior research and literature. Speci�cally, we focus on the

utilization of local, social, or physical interactions within robot swarms or multi-agent sys-

tems. This analysis encompasses their role in facilitating coordination, control mechanisms,

reinforcement learning, and achieving fault tolerance within these systems. Additionally,

we reference various biological or natural phenomena that have served as inspiration for the

development of swarm robotics or multi-agent systems and algorithms.

2.1 Local interactions and coordination in swarm robotics

Robot swarms typically exhibit rudimentary sensing, computing, and manipulation capabili-

ties, yet they demonstrate the ability to accomplish intricate tasks and behaviors that surpass

the individual capacities of the robots [2]. Extensive research within the realm of swarm

robotics, a subset of multi-agent systems, has yielded numerous algorithms and techniques

that leverage interactions among robots and between robots and their environment to evoke

complex emergent behaviors in collective robot systems. The practical applications of

robot swarms and/or multi-agent systems encompass a broad spectrum, including collective

exploration tasks such as collective foraging [3], target search operations [21], disaster

victim rescue missions [22], and mine detection efforts [23]. Furthermore, they extend to

spatial organization tasks such as aggregation [24], self-assembly [25], and pattern formation

[26], as well as decision-making processes such as consensus building [27], collective task

allocation [28], and collective fault detection [29].

The �eld of swarm robotics �nds signi�cant inspiration from the collective behaviors

exhibited by social insects, owing to the shared attributes of resilience in uncertain conditions,
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scalability, decentralized coordination, adaptability, and homogeneity among members [30,

31, 32]. This inspiration arises from the recognition that collective behaviors in both

domains emerge through self-organization, wherein basic interactions among entities result

in intricate and coordinated group actions [31, 33, 34]. Researchers have thus pursued

elucidating the fundamental principles governing the emergence of complex collective

behaviors via self-organization, emphasizing the signi�cance of local interactions and the

acquisition of localized information within diverse swarm robotics or multi-agent systems,

signi�cantly in�uenced by biological experiments and phenomena.

Achieving collective emergent behaviors in swarm systems critically hinges on local,

physical and social interactions. For instance, Aguilar et al. [35] illustrated the pivotal role

played by contact interactions or independent encounter rates in the observed retreating

behavior ofSolenopsis invicta�re ant species, thereby mitigating �ow-stopping clogs in

narrow, harsh and challenging environments. When replicated within robot collectives

through contact interactions, this behavior notably ampli�ed traf�c �ow, subsequently

enhancing group ef�ciency in congested and con�ned settings. Similarly, Liu et al. [36]

employed local cues such as food retrieval success rates and inter-agent collisions to devise

an adaptive mechanism facilitating ef�cient task allocation among a swarm of foraging

robots, replicating behaviors observed inPachycondyla apicalisant species. Furthermore,

Mayya et al. [37, 38] proposed leveraging inter-robot collisions as a sensing modality for

robot localization within their environment. This involved the development of a collision

model for estimating robot density across different environmental regions, coupled with

probabilistic �ltering techniques, thereby contributing to the effective localization of robotic

entities.

The robotics research presented in this thesis primarily centered on utilizing contacts

or collisions as a mechanism to reinforce self-learning of cooperative behaviors, thereby

enhancing group performance, even in the face of evolving work conditions. The robots'

primary task involved continuous retrieval of food items within crowded and con�ned
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environment, characterized by frequent and inevitable collisions and jamming or clogging.

Operating within dynamic environments characterized by uncertainty, equipped with noisy

sensors and perception capabilities, our robots function autonomously without an internal

map of the surroundings. Importantly, these robots function independently of external

information or communication regarding neighboring states or the quantity of robots present.

This distinctive characteristic renders our technique well-suited for adaptation to dynamic

environments or scenarios with limited domain knowledge, obviating the need to address

model inaccuracies or undertake frequent calibrations. It eliminates dependence on an

explicit environmental model.

2.2 Fault tolerance in multi-agent systems

Over the past few decades, researchers have proposed several techniques to enhance fault

tolerance in multi-agent systems. An individual's failure can result from either software,

physical components or a combination of both [39]. Software failures can be readily detected,

isolated, and recovered due to the �exibility of provisioning and cloning software systems

to achieve redundancy.

To improve fault tolerance in multi-agent systems, researchers have proposed redundancy

schemes such as “replicating” individual agents and implementing high-availability hybrid

architectures [40], [41], [39]. Fedoruk et al. [42], along with other researchers, [43], [44],

[45], [46] have explored various approaches to implementing replication to improve fault

tolerance in multi-agent systems. Replicated agents usually maintain copies of their states

and data across different systems. This method is applicable to software systems, where

faulty agents can be readily detected and substituted by replicas with minimal interference.

However, in physical systems where �exibility and mechanical compliance are unavailable,

the challenge extends beyond maintaining copy of agent states and substituting with replicas

in the event of failure.

Detecting faults or failures is accomplished through inter-agent communication via

9



“keep alive” or periodic message exchanges [47], [48]. Communication is essential part

of detecting and maintaining fault tolerance in multi-agent systems. However, it requires

the integration of information exchange channels among numerous agents, which increases

system complexity and load factors, potentially leading to decreased system performance.

Researchers have also explored fault tolerance in several multi-robot systems application

domains. Park et al. [49], [50] proposed a decentralized control law to address the multi-

robot rendezvous problem, consisting of nonconforming or faulty robots. The technique

is based on distributed control policy that is robust to undetected faults in the system. Al

Hage et al. [51] developed a fault-detection method for the collaborative localization task of

multi-robot. The approach relies on the Informational form of the Kalman �lter to detect

and exclude faulty sensors from the team.

Yang et al. [52] outlined several approaches for fault tolerance in cooperative control

of multi-robot systems. In multi-agent systems, increased redundancy and �exibility bring

about heightened complexity and challenges. Hence, the authors introduced four cate-

gories of fault-tolerant cooperative control methodologies: individual, cooperative, topology

recon�guration-based, and composition recon�guration-based.

Our technique can be categorized as a passive fault-tolerance scheme, which does not

rely on explicit fault detection and identi�cation. We investigated collective fault-tolerance

behavior in a partially-observable and noisy multi-robot environment.

In chapter 4, we presented the ACR method, individual robots make decisions based

on their egocentric contact history map of the environment, providing scalability to our

method. Furthermore, the decentralized nature of the ACR method enables the collective to

accomplish the task without requiring the activity knowledge of other participating robots.

This presents a distinct advantage over numerous established swarm robotics methods,

which require shared information between agents to complete a collective task [53, 54, 55].

We demonstrated in the lab the effectiveness of this approach, exhibiting a more robust

method with potential real-world applications.
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2.3 Deep reinforcement learning for multi-agent systems

Recent success of deep reinforcement learning (DRL) in solving real world tasks has made it

a popular choice to solve complex problem using high-dimension information representation

with trial and error method [56]. DRL holds the promise of discovering complex behaviors

from simple task descriptions. Researchers have demonstrated that DRL can learn effective

control strategies in a wide range of domains, such as computer games [57], autonomous

driving [58], and robot manipulation [59]. However, applying DRL methods to robot swarms

or multi-agent systems (MAS) imposes additional challenges that prevent effective learning

and stable convergence. First, an individual does not have access to the global information of

the environment and can only observe the local information (partial observability). Second,

each agent modi�es its behavior in response to other agents' learned behaviors, which makes

the convergence of each behavior unstable (non-stationarity). Third, state and action spaces

grow exponentially with increasing number of agents (non-scalability), which gives the

problem of “curse of dimensionality” [60].

Several works have focused on resolving these challenges to achieve convergence and

scalable optimal solutions. The extension of DRL to multi-agent systems (MAS) or swarm

robotics has seen a lot of attraction in the recent years, due to its novel collaborative and

distributed solutions to complex problems that would otherwise be dif�cult to achieve

via alternative methods [61]. Some of the techniques used include: introducing explicit

communications channels, training with joint action and state information, and modeling

the behavior of other agents [60], [62], [63]. While explicit communications in multi-agent

systems usually incur huge computational costs that does not scale well with number of

agents, some recent works have focused on developing implicit or shared memory among

agents [60], [64].

Researchers have investigatedstigmergyas a viable and systematic approach to decentral-

ized communication utilizing local stimuli [20]. Stigmergy, in this context, leverages traces
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or signals left by individual agents' actions to direct the swarm towards speci�c emergent

behaviors [18]. This communication methodology involves utilizing the environment as

a shared external temporal memory, wherein agents store pertinent information or signals.

Consequently, agents can deduce the actions of their counterparts or approximate the history

or statistics of the state of the environment [65]. The adoption of stigmergy in various works

related to multi-agent coordination and control is attributable to its scalability, robustness,

low computational overhead, and adaptability [19]. Numerous endeavors in this domain

have employed stigmergic mechanisms to address complex or NP-hard problems effectively

and on a scalable basis. Examples include implicit multi-agent spatial clustering without

direct inter-agent communication [66], and the coordination of unmanned vehicles [67].

In Chapter 5, we formulated a framework for stigmergic multi-agent deep reinforcement

learning tailored to the collective excavation scenario. Numerous works in the �eld of

deep reinforcement learning, akin to ours, have concentrated on harnessing the inherent

bene�ts of stigmergy to enhance learning in multi-agent environments [68, 69, 70, 71, 72].

Notably pertinent to our research is the Stigmergic Independent RL framework developed

by Xu et al. [68]. In their framework, they established an indirect communication bridge

among learning agents, employing an explicit feedback loop and a stigmergy medium. The

medium is represented as a digital pheromone map, enabling agents to communicate and

observe the environmental state. In our work, we similarly incorporate the concept of

digital pheromones. However, instead of employing an explicit feedback loop with direct

information propagation, we utilize a virtual map containing localized information regarding

different regions of the environment. Additionally, while Xu et al. applied their technique to

a UAV �ight formation scenario without providing an analysis of scalability, we implement

our approach in addressing a collective coordination problem within a highly restricted and

congested environment. Furthermore, we compare the scalability of our method with other

established multi-agent deep reinforcement learning methods.

Likewise, Zhang et al. [69] devised the Pheromone Collaborative DQN framework to
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investigate mine�eld navigation tasks. Unlike our digital pheromone model, their approach

incorporates a network structure comprising nodes that emit pheromone information to

entice nearby agents. The likelihood of an agent selecting an ”attractor” is determined

via a random-proportional equation, reliant on the attractor's signal strength. Furthermore,

the authors did not offer an analysis of their method's scalability concerning larger agent

populations, in contrast to other prevalent MADRL techniques. In contrast, our model

employs a virtual map structure, superimposed onto the environmental area, enabling the

storage of localized agent activities in relevant locations. These activities or information are

subsequently accessible as partial observations for other agents, aiding in reasoning about

both the environment's state and the actions of neighboring agents. Furthermore, while

their method introduced four new components to the Multi-Agent Reinforcement Learning

(MARL) problem, our approach introduced only one component — the virtual pheromone

map — effectively coordinating the actions of independently learning agents. Consequently,

our method imposes less complexity on model formulation and problem-solving overhead.

2.4 Learning via local interactions in natural swarms

The process of individual adaption to internal and external stimuli can be considered as

a “learning” behavior [73, 74]. Organisms live in changing complex environments and

must make a series of decisions to survive and reproduce [75, 76]. Learning represents a

particularly useful mechanism for succeeding in environments. Learning can be broadly

de�ned as a lasting change in behavior that results from observation or experience, and is

useful in environments where the repeatability of an event is relatively high. In this case, an

organism may learn to repeat an action which will lead to a consistent, bene�cial result.

Social insects learn or adapt to changing conditions as a result of social interactions

among workers and their environment, surprisingly without any global assessment or

centralized control. For example, Aguilar et al [35] and Monaenkova et al [77] have shown

that �re ants vary their tendency to participate in digging based on encounter rate during
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collective nest construction. Similarly, Pinter-Wollman et al [78] and Prabhakar et al [79]

suggested that harvester ant colonies regulate foraging activity through antennal contacts

between outgoing and returning foragers. These local interactions, including deposition and

detection of chemical pheromones [80, 81], serve as cues or sources of information to alter

their individual behaviors, which increases the overall colony ef�ciency, and thus, ultimately

the ecological success of social insects [82, 81].

Workers' intrinsic inter-individual variability as well as mechanism of self-reinforcement

via experience or repeated response to local cues are fundamental to the principle of self-

organization [83, 84, 85]. Self-organization generally involves many individuals that work

collectively to create complex patterns through positive and negative feedback interactions.

These patterns are not encoded on the individual level nor are they being built with any

knowledge of the global structure. They are instead products of interactions between

individuals or between individuals and their local environment [85, 32, 30].
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CHAPTER 3

LEARNING TO AVOID CLOGGING IN MULTI-ROBOT EXCAVATION

Clustering is highly ubiquitous in task-oriented and con�ned multi-robot scenarios, due to

the persistent motion of the individual robots. Passage through a narrow tunnel aligns the

motion of the individuals and exacerbates the occurrence of such clusters. Narrow tunnels

are quasi-one-dimensional systems. Unlike a particle in a three- or two- dimensional gas,

an excavating robot will meet every other individuals already in the tunnel. Therefore,

two-body collisions are extremely frequent, and 3+ body collisions may occur as well [77]

[35]. The resolution of these traf�c jams may require a signi�cant amount of time, compared

to the time robots spend traveling and digging, and may signi�cantly reduce the excavation

rate. As a tunnel grows, most of the collisions in the system will be two-body collisions, but

still, any individual coming in will meet every other one already inside. It may be therefore

bene�cial, for the collective performance, to have the individuals learn how to modulate

their work desire to avoid collisions and clogging.

In our previous work [35], we used robots as a robophysical model of the ant tunneling

system which facilitated testing of behavioral rules in a controlled environment with noise

and complexities of the real physical world. Using the robophysical model we demonstrated

how an active con�ned crowded robot collective could mitigate structure formation (slowly

dissolving clogs and jams) via being “lazy” and “giving up”. That is, manipulations of

workload distribution in this robophysical model collective rationalized our observations

of biological ants' strategy unequal workload distributions and probabilistic yielding to

oncoming traf�c (termed “reversals”) demonstrating the importance and utilty of such

rules for maintaining optimal tunnel �ow. However, we had to program the behaviors

in the robots;here we are interested to learn how robots can adjust their behaviors to

optimize their workload distributions and retreat behaviors thus providing principles for
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decentralized coordination of robot swarms that must operate in crowded, con�ned, and

dynamic conditions.

3.1 Methods

Our robots, modi�ed from our previous study [35] are programmed to execute autonomous

behaviors independently such as navigation to speci�c sections in the tunnel and excavation.

They are equipped with force sensitive grippers for pellet excavation, an outer shell with

capacitive sensing to detect and distinguish two types collisions - robot-robot collisions and

robot-wall collisions, as well as terminal rods for charging and detecting the home area

(Figure 3.1). The pellets to be excavated are laid at the end of the tunnel are a cohesive

granular medium consisting of plastic shells housing loose rare-earth magnets. Since we

are particularly interested in how coordinated group success could be achieved only from

physical interactions and local observation of the environment, we do not allow direct robot-

to-robot communication or global information to the individuals in the group; our robots rely

purely on on-board sensors and make decision based on local sensing and self-reinforcement.

3.1.1 CollectiveTask

Our task is a collective excavation scenario: a group of robots must continuously excavate

the model granular media in a narrow (1.5 body lengths) and con�ned tunnel, shown in

Figure 3.1. As more pellets are excavated, the tunnel “grows” or changes geometrically as

the robots perform their task. A robot starts by leaving the Home area and, using vision,

following the guiding trails to the digging area where the cohesive pellets are located. During

transit in the tunnel, the robot can detect and distinguish collisions with other robots, as well

as collisions with the wall of the tunnel. By sensing a magnetic �eld, the robots can also

detect the pellets. After a successful attempt to excavate, a robot heads home to drop the

excavated pellets into a Deposit bin placed on a weighing scale.
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Figure 3.1: Experimental apparatus consisting of robots and a tunnel.(A) Components
of an ant robot (two left images): Inertia Measurement Unit (IMU) sensor for absolute
orientation; Wheel encoders for localization via robot odometry/dead reckoning; Capacitive
touch sensor shells for detecting collisions; Force sensitive resistors for gripper tactile
feedback, Magnetometer for detecting pellets and Digging Area; Pixy camera for tunnel
navigation and localization; Terminal rod for charging and detection of Home area. In the
tunnel (rightmost image): Velostat sheets for lining the tunnel to distinguish robot-robot
collision (copper-copper) from robot-wall collision (copper-velostat); Granular media to
simulate model cohesive soil excavated by ants.(B) Schematic diagram of the con�ned
tunnel: a robot starts from the Home Area, decides whether to enter the tunnel and excavate
some pellets, or decides to go to the Resting Bay to avoid interference at the tunnel entrance.

Our goal is for the group to excavate as many pellets as possible within a given time. An

obvious solution is for the robots to remain constantly active and try to excavate; however

as we demonstrated in [35] when all the robots are in such a mode and enter the tunnel

concurrently they spend much of their time resolving collisions as a result of competition

for space to maneuver and carryout their activities. The resulting traf�c jams have robots

stuck or stalled due to excessive stress from repeated collisions. This wasted time results in

degraded performance, to the extent that fewer robots in the tunnel would excavate faster.

The challenge is therefore to use the local information available to individual robots to
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regulate the congestion and improve group performance under such physical constraints and

hindrances. We derive our inspiration from the social behavior of �re ants under crowded

and con�ned conditions [35], and our previous robophysical-model excavation experiment

[86], to develop an adaptive learning rule that makes the robots decide when to “give up”

digging and when to “take a rest” in a way that signi�cantly improve the performance of the

group.

3.1.2 RobotController

We adopt a �nite state automaton model [87] which is a common scheme used to control

behavior-based robot activities with no global knowledge. A state transition is triggered

when a robot senses some physical clues from the environment. Each sensor on the robots

has a speci�c trigger state that enables the robot to transition into another state. Figure

2 shows the model of individual robot's controller. Each block contains a set of states or

sub-states that form a mode or behavior that the robot exhibits. The states and sub-states are

as described below:

1. Goto Dig: This state is triggered at the start of each trip when a robot “decides”

whether to dig based on their tunnel entrance probabilitiesPe (k).

2. Digging: This state is triggered when the robot is in proximity to the granular media.

The magnetometer at the base of the robot detects the magnetic �eld of the granular

media and prompts the robot to start the excavation routine.

3. Exit Tunnel: The robot enters this state from Digging when the Force Sensitive

Resistor (FSR) detects suf�cient amount of pellets in the gripper. The robot executes

several turning maneuvers to exit the digging area and head back home.

4. Goto Dump: This is the state that captures the robot heading home after a successful

pellet retrieval (Successful Trip) or unsuccessful pellet retrieval (Unsuccessful Trip).
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The controller drives the robot out of the tunnel and get the robot home to the deposit

area.

5. Dumping: Robot releases the excavated pellets from its gripper and dumps it in the

”Deposit Bin” which is placed on a weighing scale to measure the amount of pellets

excavated over time.

6. Exit Home: Robot executes some turning maneuvers to exit the deposit area and

enters the tunnel to dig.

7. Collision: This state is triggered when a robot collides with another robot or with the

tunnel wall. The robot executes a set of turning maneuvers in an attempt to resolve

the collision.

8. Resting: Robot goes to this state at the beginning of a trip if the entrance probability is

sampled and the robot decides to rest. The robot follows the guiding trail on the tunnel

�oor to navigate to the resting area to take a rest and not participate in the tunnel traf�c.

Figure 3.2: Block diagram for the individual robot controller. State transitions are event-
based.Pe: probability of tunnel entry (or go to dig).P

0

e: probability of resting (or staying at
home).Pr : probability of “giving up” after colliding with another robot in the tunnel.P

0

r :
probability of continuing to dig after colliding with anther robot.
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We developed a stochastic model with two parameters to control the entrance rate

and reversal rate (give-up rate) of the robots so as to regulate tunnel traf�c and improve

group performance. LetPe (k) be the tunnel entrance probability andPr (k) be the reversal

probability of each robot at trip attempt numberk. A trip begins when a robot samples from

the entrance probability,Pe (k) and decides whether to ”go in and dig” or ”stay at home and

rest”. This parameter controls the number of robots in the tunnel which directly controls the

tunnel density or congestion rate. The reversal probability,Pr (k), on the other hand controls

how a robot responds to a collision when it occurs. A robot samples from this parameter

and decides if it should “give up” or to continue its journey. With these two parameters, we

set up two basic protocols for studying the effects and performance of the social behaviors

[35] in multi-robot collective excavation:

Active Protocol: In this protocol, we �x the tunnel entrance probabilityPe (k) to a

value of one for each trip for each robot. The reversal probabilityPr (k) is set to zero, so

the robots do not return home until they are able to collect pellets. This ensures that all the

robots are active, trying to dig in the tunnel at all time.

Reversal Protocol: Here we set the reversal probabilityPr (k) for each robot to a value

greater than zero but less than one, while still keeping the entrance probability to one at all

time. This allows the robots to randomly “give up” trying to dig when they collide with

other robots in the tunnel.

3.1.3 AdaptiveProtocol

To go beyond the above �xed behavior protocols and to gain insight into useful social

interactions of the con�ned multi-robot system, we conducted a parameter sweep to �nd the

optimal reversal probabilities that yielded the highest excavation rate in a Cellular Automata

(CA) model developed in our previous work [35]; see supplemental section for detailed

description of the model. Figure 3A shows the range of excavation rates for varying reversal
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probability as the tunnel length increases. A closer look at the region with highest excavation

rates suggests a non-linear inverse relationship between optimal reversal probabilities and

tunnel length. In particular, the optimal probability values drop sharply for short tunnels

(less than 5BL) and more gradually for longer tunnels. This gives us inspiration to develop

an Adaptive Reversalprobability function,Pr (� L), that decreases sub-linearly as the

tunnel length grows (Figure 3.3B and Equation (1) below).

Additionally, ant excavation studies and CA model analysis reveal that an asymmetric or

unequal workload distribution improves excavation performance in con�ned conditions [35,

77]. To attempt to incorporate this principle/strategy in our robophysical system, we develop

a self-reinforcement protocol where we model the digging desire of individual robots with

a probabilityPe, called the “tunnel entrance probability”, and update its value based on

if a digging attempt performed by a robot was successful (increasePe by a constant), or

unsuccessful (decreasePe by a constant). Preliminary results showed that this protocol

consistently produced an unequal workload distribution with better excavation performance

than the Reversal protocol in long tunnels (� 10BL). However, this was not the case for

short tunnels. Unequal workload strategy did not perform better when the tunnel was short

(< 4BL). To account for this phenomenon, we crafted an adaptive “update value” function,

� Pe, (Figure 3.3C and Equation (2) below, which has a small update value when the tunnel

is short. We call this theAdaptive Protocol. That is, our adaptive protocol modi�es the

digging desire of individual robots by using egocentric estimates of the change in tunnel

length to update individuals' entrance probability values.

Intuitively, the Adaptive protocol (via equation 1 and equation 2) suggest that the cost of

“giving up” due to collisions (high density) at longer tunnels is substantial, and the strategy

to minimize congestion is by deploying fewer workers to dig, or equivalently, more workers

to rest. That is, long-duration clogging is more likely to occur in longer tunnels than in short

tunnels due to the cascaded effects of multi-body collisions propagated as the robots or ants

�ow into the tunnel simultaneously.
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Our adaptive protocol addresses this issue by having the robots modify their entrance

probabilities slowly �rst at the initial stage of digging, then more rapidly at the later stage

(equation 2). � is a parameter added to ensure that a resting robot does not remain in

resting mode inde�nitely (i.e. thatPe does not go to zero) allowing robots to explore

their environment, update their estimates of the change in tunnel length, and modify their

behaviors if necessary.

Figure 3.3: Probability sweep over tunnel length with selected equation models.(A) Reversal
probability sweep vs Tunnel length. Plot shows that high to medium reversal probabilities
give the highest excavation rate for short tunnels, while low reversal probabilities give the
highest excavation rates for long tunnels.(B) Selected equation for modelling Reversal
probabilities as a function of tunnel length for multi-robot experiments.(C) Learning update
value for Entrance probabilities as a function of tunnel length for multi-robot experiments.

Pr (� L) = �

r
L0

L0 + � L
(3.1)
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Pe (k; � L) =

8
>>>>>><

>>>>>>:

Pe (k � 1) + � � Pe(� L) if successful trip

Pe (k � 1) � � � Pe(� L) if unsuccessful trip

Pe (k � 1) + � otherwise (resting)

(3.2)

where:

� Pe(� L) = entrance probability update value

L0 = initial tunnel length (in robot body lengths)

� L = change in tunnel length

� = noise or exploration term

� = normalizing constant for reversal probability

� = normalizing constant for tunnel entrance update

and� Pe(� L) =
�

� L
L 0+� L

� 2
.

The power law expressions of equation (1) and (2) are simple forms that yield the

desired behaviors, i.e. rapid change in the reversal and update values at short tunnels and

slow/gradual change at long tunnels (�gures 3B and C). Other power law exponents can

also be used and will likely result in various degrees of performance gains, as long as

the exponent is< 1 for the reversal probability and> 1 for entrance probability update.

Equation (2) takes a positive sign if the robot is able to get pellets home (successful trip),

otherwise it takes a negative sign (unsuccessful trip).

Each time a robot reaches the digging area and excavate pellets, it updates its estimate

of the change in tunnel length,� L as follows:

L (k) = L (k � 1) + 

�

L (k)
0
� L (k � 1)

�
(3.3)

� L = L (k) � L0 (3.4)
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where:

L(k)0 = new measurement of the tunnel length, derived from robot

odometry (or dead-reckoning) using the wheel encoder readings.

L(k) = estimate of the tunnel length, averaged over old and new

measurements.

L(k � 1) = updated value of the tunnel length during the last successful trip


 = the weighting parameter or learning rate.

A new measurement of the tunnel length,L(k)0, is computed when a robot successfully

reaches the digging site and excavates pellets. At this time, the tunnel length is derived

from the x-component of the robot's location as computed by the robot odometry [88]. The

robots use the kinematic model of a differential drive mobile robot based on wheel encoder

counts to estimate their absolute displacements in the tunnel. The derivation is provided in

the supplemental section. Equation (3) above is an exponential moving average formula

that acts as a �lter for the estimate of the tunnel length which is used to computePr and

Pe. It has an important application of reducing noise in a robot's estimate of the tunnel

length which might occur when the robots are in multiple collisions. We chose our value of


 to be0:9 which results in good performance for our experiments. Each robot maintains a

separate copy of the equations and updatesPe (k), Pr (k) and� L asynchronously according

to algorithm 1 described below.

The complexity of algorithm 1 is proportional to the total number of states,S, that the

robot visits during an excavation trip. This is denoted as O(S) using the big-O notation.

The best-case scenario occurs when the robot does not encounter any collisions but travels

from the home area to the digging site and back with pellets. This is likely to occur when

there are a few robots in the tunnel and the time to complete a trip (i.e. one pass of the

algorithm) is relatively short. On the other hand, the worst-case scenario occurs when
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Algorithm 1: Adaptive Learning Rule Pseudocode

Initialize: k=1,Tr = 60,Pe(k) = 1 :0 , Pr (k) = � ;
Set experiment duration, T ;
while t < T do

Samplep � U(0; 1) ;
if p < P e(k) then

Goto dig(Active Mode);
if Contact with a robotthen

Sampleq � U(0; 1) ;
if q < P r (k) then

Exit tunnel(Give up);
else

Continue going to dig;
end

else
Continue going to dig;

end
if Robot grabs pelletsthen

L (k) = L (k � 1) + 

�

L (k)
0
� L (k � 1)

�
;

� L = L (k) � L0 ;
Exit tunnel;

else
Continue going to dig;

end
if Robot gets home with pelletsthen

Pe (k) = Pe (k � 1) + �
�

� L
L 0+� L

� 2
;

else

Pe (k) = Pe (k � 1) � �
�

� L
L 0+� L

� 2
;

end

Pr (k) = �
q

L 0
L 0+� L ;

else
Rest forTr seconds(Resting Mode);
Pe (k) = Pe (k � 1) + � ;

end
k = k + 1;

end

the robot encounters and handles collisions in all the states, since collision handling is

considered an “intermediate” state (see �gure 2). In either case, the amortized run time
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complexity of the algorithm is O(1) since the number of possible states is bounded and does

not depend on any input. Similarly, the space complexity is O(1) since the memory space is

�xed and does not grow or depend on any input.

3.2 Experiment

We implemented the Adaptive protocol on our physical robots to compare its performance

with the Active and Reversal protocols. Unlike in our previous robophysical experiments [35]

in which tunnel length and digging probabilities did not change during excavation, here we

conducted experiments in which the tunnel increased in length as the robots excavated the

granular media (pellets). This both better models growth of tunnels in biological collective

excavation [35, 89, 77] and demonstrates how our learning scheme can adapt to dynamic

and non-stationary environments. Figure 4 shows three snapshots of the robot experiment

setup.

Because of limitations in the robot's excavation performance per trip, we conducted

experiments in the following scheme: initially, the granular media was positioned at one

body length in the tunnel(L0 = 1) . To model a tunnel increasing in length, the pellets

were moved backwards incrementally by one body-length each time the robots made a

cumulative deposit increment of 300 grams (a camera positioned above a weighing scale

recorded the weight of total pellets excavated by the robots). The robots can estimate the

tunnel length with a calculation of distance traveled as reported by their wheel encoders

(Figure 3.1), and update their reversal and entrance probabilities according to equation (1)

and (2) respectively.

At the start of each trial and for each protocol, the entrance probability of the individual

robot is set to 1. This ensures that all robots are active and will thus interact with the

environment. For the Active and Reversal protocols, the entrance probability remains �xed

throughout the duration of the experiment, while for the Adaptive protocol, the entrance

probability changes approximately as the inverse square of the tunnel length (equation 2).
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This update rule ensures that the robots become less active as the tunnel length increases.

Hence, the workload should go from equal to unequal. The� parameter is chosen to ensure

that unsuccessful robots decide to rest more often when the tunnel is long, so as to not hinder

the performance of the robots that can reach the digging area. If a robot samples from the

entrance probability and decides to rest, it navigates to the Resting area and rests for one

minute. When the resting time is over, the robot samples from the entrance probability again

to determine if it should continue to rest or to re-enter the tunnel to dig (Figure 4.2).

For the Reversal protocol, a �xed reversal probability of0:8 was used for all the robots

in all trials. Prior multi-robot experiments demonstrated that such a high reversal probability

regulated congestion better than a lower value. For the Adaptive protocol, however, it is

desired that the reversal probability drops rapidly for tunnels less than 5BL and saturates

quickly for tunnels greater than 5BL. The value of the� parameter – which controls the

maximum and minimum values of the reversal probability for the robot experiment– is

set to0:6 which is within the range of values suggested by the parameter sweep plot of

Figure 3.3A.

3.3 Results

In our robot collectives, we implemented the three different protocols and ran three trials for

each protocol. Each trial was conducted for 3 hours; this duration is set by the capacity on

the power-pack of the robots and ensures sensors and actuators are running effectively. The

results of these trials are summarized in �gures (Figure 3.6 - Figure 3.9).

Figure 3.5 shows the estimated tunnel length,L(k), reversal probabilities,Pr , and

entrance probabilities,Pe, for individual robots based on Algorithm 1. Figure 3.5A is the

plot of L(k) vs time which the robots use to estimate the change in tunnel length,� L,

according to equation (3) and (4). Since new estimates of tunnel length,L(k)0, are derived

from the x-component of an individual robot's odometry, it is important to note that wheel

slippage can occur when a robot is simultaneously turning and undergoing a collision. This
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Figure 3.4: Three snapshots of the top view of multi-robot excavation experiments.(A)
Pellets at one body-length (1BL) of the tunnel which is the initial position of the pellets at
the beginning of each trial,(B) pellets at �ve body-length (5BL) of the tunnel after robots
have excavated 1200g of pellets,(C) pellets at ten body-length (10BL) of the tunnel after
robots have excavated 2700g of pellets.

will likely introduce noise in the estimate of the tunnel length, as shown by the �uctuations

in the plots of Figure 3.5A. However, the moving average formula of equation (3) will ensure

its effect is minimized. In addition, the propagation of noisy measurements is minimized by

having the robots reset their odometry measurements at the beginning of each trip, i.e. just

before a robot re-enters the tunnel. Figure 3.5B shows that the reversal probability tracks

the desired power law expression of equation (1) and Figure 3.3B. Figure 3.5C illustrates

how thePe or “digging desires” of each robot changes from equal to unequal as a function

of time, or equivalently, change in tunnel length.

Figure 3.6 shows a comparison of the cumulative amount of pellets deposited for the

three protocols. Figure 6A illustrates that the individual trials with the Adaptive rule yield
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Figure 3.5: Estimated tunnel length,L(k), Reversal probability,Pr , and Entrance probability,
Pe over time for individual robots based on Adaptive rule. Dashed colored lines represent
robot A (red), robot B (blue), and robot C (yellow). Solid black line represents actual tunnel
length measurement. (A) Plot shows how individual robots track the actual growing tunnel,
based on dead-reckoning method and exponential moving average formula described in
equation 3. (B) Reversal probability values for individual robots as a function of time. These
curves closely match the curve described in Figure 3.3B. (C) Plot of the entrance probability
values over time. This shows how robots initially started off with equal digging “desires”
and gradually become unequal “desires” as the tunnel length grows.

the highest number of pellet deposits for all trials. The graph shows that all protocols

produce similar excavation rates at the initial stages of the experiment before they start to

diverge as the tunnel length increases. This con�rms that the all protocols and trials started

with the same initial conditions, except for the reversal probability values in the case of

Adaptive and Reversal protocol.

Figure 3.7 shows space-time plots of the robot trajectories for one of the three trials.

The presence of robots in the tunnel is tracked from video captured by a camera positioned

above the tunnel. At each time point, the presence of robots is summed over the width of

the tunnel and is represented by a single row in the diagram. The adaptive rule produces

the fastest tunnel growth, and the map includes some stationary blocks near the Home area

which corresponds to resting robots.

Figure 3.8 explores the portion of time spent by the individual robots either outside of the

tunnel (Figure 3.8A) – in the resting or deposition areas – or in contact with each other, while

in the tunnel (Figure 3.8B), for the three protocols. The times are quanti�ed based on the
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Figure 3.6: Excavated Pellets vs Time for three different protocols.Active protocol:all
robots have an entrance probability of 1.0 but a reversal probability of 0;Reversal protocol:
all robots have an entrance probability of 1.0 and reversal probability of 0.8;Adaptive rule:
entrance probability is a function of inverse square of tunnel length, while reversal probability
is a function of inverse square-root of tunnel length.(A)Individual trial comparison of
excavation experiments(B) Mean excavated pellets, shaded areas correspond to standard
deviation from three experiments.

robots horizontal position as tracked in the recorded experiments. In Figure 3.8B, robots are

considered in contact with others when the horizontal coordinates are less than a body-length

apart. We observe that the average time spent outside of the tunnel is roughly the same for

the Active and Reversal protocols, at about 40%, but increases a bit for the Adaptive rule

(Figure 3.8A). Notably, the Adaptive rule generates a wider variance, indicating some of

the robots spend signi�cantly less time in the tunnel than others. Looking at the time spent
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Figure 3.7: Experimental space-time overlap heat maps of robot positions along the tunnel
(x-axis) measured in body-lengths (BL). Y-axis is the time duration of the experiment in
minutes. White straight lines show how fast the tunnel grows which depends on the running
protocol in the robots. Robots start from theHome area(right side) and transit to the
Digging area(left side) continuously while excavating the pellets

in contact (Figure 3.8B), we see a narrower distribution for the Reversal than the Active

protocol, demonstrating that the Reversal protocol regulates contact time in most cases.

More importantly, there is a clear reduction in the average portion of time spent in contact,

using the Adaptive rule, from more than 15% using the other protocols, to about 5%.

Figure 3.9 compares inequality in workload distribution for the Reversal and Adaptive

rules, quanti�ed using Lorenz curves. A Lorenz curve presents the cumulative fraction of

work done by a cumulative fraction of the population. This curve is convex by de�nition and

an equal workload distribution appears as a straight line between (0,0) and (1,1) A divergence
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Figure 3.8: Time spent in various states by individual robots, for the three protocols: Active,
Reversal and Adaptive. (A) Time spent at the resting and deposition areas. (B) Time spent
in contact with other robots while in the tunnel. Boxes span 25th to 75th percentile, whiskers
are between the minimal and maximal values, inner line is the median,� for means, and
circles (solid and empty) represent actual data points.

from this straight line indicates unequal workload distribution, where, for example, half of

the population is doing less than half of the work. This measure of divergence is usually

quanti�ed by the Gini coef�cient,G, de�ned as the ratio of the area between the Lorenz

curve and the line of equality [90]. The curves in �gure Figure 3.9 show that the Reversal

protocol produces an equal workload distribution with a Gini coef�cient of approximately

� 0.06. The Adaptive protocol on the other hand produces a strategy that leads to equal

workload distribution at short tunnels and unequal workload distribution at long tunnels with

a Gini coef�cient of � 0.3. This strategy produces the most effective excavation rate in all

the experiments. This is smaller than the inequality, in terms of a Gini coef�cient, previously

reported for ants, of about 0.6 [35], which is due to the larger number of individuals involved

in the ant study. Since a tunnel essentially imposes a limit on the number of robots or ants

that move through it concurrently without clogging, a larger number of individuals requires

a higher degree of inequality to avoid clogging.
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Figure 3.9: Lorenz curves of robot workload distribution for 1-hour “epochs” of 3-hour
experiment. The curves represent: 1 hour duration (red), 2 hours duration (blue), and 3 hours
duration (green). Black solid line represents the line of equality. Cumulative fraction of
work is the number of trips the robots took into the tunnel in an attempt to excavate pellets.
In Reversal protocol, all robots are mostly inside the tunnel, either going in to excavate
pellets or going out to dump or “give-up” and re-enter the tunnel. Adaptive rule on the other
hand leads some robots to rest and become less active over time.

3.4 Discussion

Our results demonstrate that an adaptive strategy, inspired by observations on ant behavior,

leads to signi�cant improvements in performance of excavation through a narrow tunnel, by

a group of robots.

It was noticed previously that ants are sometimes willing to reverse or “give up”, when

faced with oncoming traf�c [35]. When studied systematically, it was suggested that there

is an optimal probabilistic rate for these reversals, which reduces multi-body collisions

and jamming events [35]. Indeed, when we implemented probabilistic reversals upon

collisions in the robots, we saw improved performance compared to an insistent, non-

reversing (”active”) behavior (Figure 3.6). Furthermore, our Cellular Automata simulations

of the robots suggest that the optimal reversal rate decreases with increasing tunnel length
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(Figure 3.3), which results from an increase in time wasted working without achieving pellet

excavation. When a jam occurs far into the tunnel, a low reversal probability tells the robot

not to give up quickly but rather try to resolve congestion locally.

Despite an improvement in performance (Figure 3.6), the willingness to ”give up” and

reverse did not signi�cantly reduce contacts between the robots in the system when compared

with the ”active” protocol (Figure 3.8). Ants display another salient collective feature – an

unequal workload distribution – which has been demonstrated to improve performance of

collective digging in simulation, when compared to an equal workload distribution [35].

We hypothesized that a reinforcement rule employed by the individual robots, governing

entrance probabilitiesPe (Figure 4.2), could spontaneously result in an unequal workload

distribution.

We implemented a reinforcement rule that increases (decreases) the probability to at-

tempt digging with every successful (unsuccessful) digging trip. This reinforcement rule

indeed results in the spontaneous formation of unequal participation in digging (Figure 3.9).

Our preliminary experiments showed this unequal workload results in reduced performance

for short tunnels and increased performance for long tunnels. Taken together with the trend

we observed in simulations for optimal reversal rates (Figure 3.3), we decided to implement

adaptive rules employed by individual robots, according to the tunnel length, estimated by

distance travelled. As a result, an unequal workload distribution emerged that allows them

to avoid costly contacts (Figure 3.8) and collectively perform better in an excavation task

(Figure 3.6), using noisy estimates (Figure 3.5).

3.5 Conclusion

In this chapter, we presented a robotic collective – that performs a digging task through

a narrow, quasi one-dimensional tunnel. As the performance cost of clusters increases

with a longer tunnel, we show that a decision by some individuals to be lazy, improves
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the performance of others and of the collective effort. The reinforcement rule enabling

this adaptive laziness is ultimately driven by the collisions experienced by the individual

robots. Thus, we achieved coordination for effective excavation performance by modifying

individual robot's response to collision and task desires based on an independent estimate

of the tunnel length. We discovered that “giving up”, while sacri�cing the individual

performance, often contributes to the collective performance. That is, we demonstrated

that a learning rule that modulates both “giving up” rate and “individual desires” gives a

signi�cantly higher group performance than with maladaptive behaviors (Figure 3.6). This

technique could be applied to real world scenarios where collisions or physical interactions

are unavoidable, or in decentralized task-oriented physical systems where individuals in a

group must interact via contacts.
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CHAPTER 4

MINIMALLY SENSING FAULT-TOLERANT MULTI-ROBOT COORDINATION

In the preceding section, we presented a methodology focused on harnessing local and

physical interactions within densely active systems to mitigate challenges associated with

the coordination of robots in densely populated and con�ned environments. The inherent

physical constraints of such environments inevitably give rise collisions and jamming or con-

gestion. We empirically observe that adaptive idleness engenders emergent coordinated �ow,

thereby enhancing the performance of robotic collectives. This improvement is achieved by

introducing inequality in workload distribution and adapting reversal behaviors, as detailed

in prior works [91, 92]. These collective behaviors manifest through contact interactions

and adaptive learning mechanisms attuned to the intricate and dynamic characteristics of the

environment.

The �eld of swarm robotics heavily draws inspiration from the principles of coordinated

interaction seen in self-propelled entities that exhibit collective behaviors. [38], [54], [93],

[53], [55]. For instance, social insects display selective engagement in densely populated

environments lacking global cues. [89], [94], [95]. Considering the complexity of their

environments, physical and localized interactions enable their robustness and fault tolerance,

allowing for rapid recovery in the face of disasters [77], [96], [97]. However, unlike living

systems, conventional robots typically lack mechanical compliance. Therefore, most robotic

collective control strategies aim to avoid physical interaction and collisions [98], [99], [100],

[101]. On the other hand, multi-robot or swarm control strategies necessitating a high level

of coordination and control (e.g., [102]) are often impractical and can lead to catastrophic

failures in environment where precision is crucial [103], [104].

Motivated by these challenges, we study the fault-tolerance in a group of autonomous

robots with limited sensing operating in uncertain and unknown environment. We think
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of our robots as models containing basic features relevant to more realistic system like

warehouse or domestic mobile robots. Consider the swarm robotic scenario depicted

in Figure Figure 4.1, where wheel driven ellipsoidal shape robots operate in a highly

constrained and con�ned environment to perform their tasks with no centralized control

or direct communication among the robots. These robots rely on local cues and simple

onboard sensors, such as capacitive touch sensors and IMUs. This sets them apart from other

systems that rely on overhead tracking or positioning systems for autonomous navigation

and control. This aligns with certain examples of swarm robotics systems where robots must

participate in local and social or contact interactions to collectively achieve their tasks [37].

In this environment, if a robot were to malfunction near a critical section of the work area,

it could initiate cascading effects of dif�cult-to-resolve interference and congestion. This

can drastically hinder task completion and may result in severed pathways that disrupts the

work�ow [92].

Previously, we developed principles that leverage local and physical interactions within

dense active systems to address the coordination challenges of robots in crowded and

con�ned environments [91], [92]. Physical constraints imposed by such an environment

make collisions and jamming unavoidable. We observe how adaptive idleness produces

emergent coordinated �ow and enhances the performance of robotic collectives by generating

workload inequality and adapting reversal behaviors [91], [92]. These behaviors collectively

emerge through contact interactions and adaptive learning of the intricate structure and

dynamics of the environment.

In this chapter, we build upon our previous work in [91] by incorporating a fault-

tolerance technique to improve the group's ability to complete their tasks in the event of

an individual's failure. In particular, we introduce an egocentric dynamic contact map

that enables individual robots within the environment to localize and retain a history of

their contact interactions. When a robot comes in contact with another robot, it uses the

contact map history to reason and determine if it has encountered a stationary faulty robot.
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Figure 4.1: A model constrained and con�ned environment for multi-robot collective
excavation of cohesive granular media. The three robots shown respond to environmental
cues using onboard sensors. Each robot is 32 cm long.

The robot then responds by either attempting to actively displace the stationary robot to a

less obstructed con�guration, thereby facilitating its eventual exit from the tunnel (Active

Contact Response), or by avoiding contact with the stationary robot to prevent it from being

pushed further into the tunnel and causing additional obstruction (Passive Contact Response).

This leads to the emergent behavior of robots implicitly deducing a faulty robot creating the

obstruction, prompting the collective to nudge it to a less obstructive position.

4.1 Multi-robot Collective Excavation

We de�ne the multi-robot collective excavation problem, similar to that described in [91],

[35], consisting of a group of homogeneous robots tasked with the continuous retrieval of

cohesive model granular media (“pellets,” 3D printed hollow spheres with loose magents)

in a narrow and con�ned tunnel (Figure Figure 4.1). The group's mission are to collect as

many pellets as possible within a given time. The developed robots equipped with basic

sensors (e.g., IMU, wheel encoders, capacitive sensor, force sensing resistor, magnetometer,

and terminal rod capacitive sensor) and computational capabilities, with no global control or

access to the state of other robots in the environment (Figure Figure 4.1).
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Figure 4.2: 1. Block diagram for the individual robot controller. State transitions are
event-based.Pe is the probability of switching to Active Mode (Going to Dig).P0

e is the
probability of switching to Conservative Mode (Resting).Pr is the probability of “giving up”
when a contact with another robot is detected.Rc is the probability that a detected contact is
from a faulty robot.
2. Experimental apparatus consisting of three active robots (A, B, C) and a faulty robot
perpendicularly positioned at the start of the experiment at the middle of tunnel.(A) Top
view snapshot of multi-robot excavation experiment, showing three active robots starting
out at the Home area, while the faulty robot is positioned at the middle of tunnel. Markers
attached to the top of the robots are visible.(B) Schematic diagram of experimental setup
showing three active robots (green, blue, and red), and one faulty robot (yellow). The
adopted coordinate system's origin is as indicated in the diagram.

A robot starts a trip by leaving the home area by following guiding trails toward the

cohesive pellets excavation location. The robot uses the magnetometer located at its anterior

base to sense the magnetic �eld and locate the digging area. Subsequently, the robot runs a

routine to excavate pellets and transport them to the home area. During transit in the tunnel,

robots may detect and differentiate contacts or collisions with other robots or the tunnel

walls. The robot then executes turning maneuvers until resolving the collision.

If robot-to-robot contact is detected while en route to the digging area, the robot “gives up”

its digging attempt based on a prede�ned reversal probability value,Pr (Figure Figure 4.2).

The same reversal behavior occurs if the robot cannot reach the digging area within a

speci�ed time.
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4.1.1 RobotController

We adopt a behavior-based control model consisting of two layers of a Finite State Machine

(FSM) [87]. The top layer uses a probabilistic FSM model, in which the robot decides which

operation mode to deploy, determined by an entrance probability parameter,Pe. The robots

choose whether to operate in Active Mode, meaning they enter the tunnel to participate

in pellets excavation, or in Conservative Mode, where they remain in the home area and

refrain from participating in excavation. When an individual robot encounters a collision

with another robot while entering the tunnel to excavate pellets, it chooses to “gives up”

and return home with a probability ofPr . At the bottom layer, the robot initiates each

state transition upon sensing physical cues in the environment. Each of the sensors on the

robot (Figure Figure 4.1) is con�gured with a trigger condition that enables it to transition

into another state. Figure Figure 4.2 shows the model of the robot's controller. The major

internal states of the robots are outlined below:

1. Going to Dig: The �rst state a robot transitions into when it is in Active Mode. This

state is activated at the beginning of each trip,k, when the robot decides to enter the

tunnel to excavate pellets based on the probabilityPe (k).

2. Digging: This state is transitioned into when a robot approaches the cohesive granular

media. The magnetometer located at the robot's anterior base detects the magnetic

�eld of the granular media, prompting the robot to begin excavation.

3. Going Home: This state captures the robot's return routine back home, either follow-

ing a successful pellet retrieval (Successful Trip) or an unsuccessful pellet retrieval

(Unsuccessful Trip). The controller guides the robot from the tunnel to the home or

deposit area. The entrance probability for the next trip,Pe(k + 1) , is updated based

on the success of pellet retrieval (see algorithm algorithm 2).
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4. Resting: A robot transitions into this state when in Conservative Mode. A robot

will enter this state at the beginning of a trip based on resting probabilityP0
e (k) =

1 � Pe (k). The robot remains idle in the home area for a �xed amount of time,Tr ,

refraining from participating in the excavation to avoid causing tunnel traf�c.

5. Collision: This state is triggered when a robot makes contact with the tunnel wall

or another robot detected via capacitive sensor. The robot can execute one of three

behaviors to respond to the collision depending on the previous internal state it transi-

tions from: 1) executes a turning maneuver to resolve the collision and return to the

previous state, 2) retreat completely to avoid making further contact with the robot,

and 3) execute active pushing to deliberately reposition the robot. Note that the robot

can transition to the collision state from any state other than the Resting state. This is

deliberately omitted in Figure Figure 4.2 to avoid visual clutter.

We developed a stochastic model with two parameters to control the entrance rate and

reversal rate (give-up rate) of the robots. LetPe (k) be the tunnel entrance probability and

Pr (k) be the reversal probability of each robot at trip attempt numberk. A trip begins when

a robot samples from the entrance probability,Pe (k) and decides whether to “go in and dig”

or “stay at home and rest”. This parameter controls the number of robots in the tunnel, which

directly controls the tunnel density or congestion rate. The reversal probability,Pr (k), on

the other hand controls how a robot responds to a collision when it occurs. A robot samples

from this parameter and decides if it should “give up” or to continue its journey.

4.2 Active Contact Response (ACR) Method

Here we introduce the Active Contact Response (ACR) algorithm, which maintains a space-

time collision map of each robot's contact encounters in the tunnel. This enables robots to

infer the probability of contact with a faulty robot and take the necessary actions to mitigate
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persistent interference. Initially, each robot's contact map is initialized to zero, implying that

they have no prior information about the distribution of active and passive (faulty) robots in

the environment.

As collective excavation advances, each robot updates its contact map based on the type

(e.g., robot or wall) of contact it encounters. Using the capacitive touch sensors (see Figure

Figure 4.1), the robots can differentiate between contacts made with the environment walls

and those with other robots. Utilizing this time-varying cumulative approach to represent

interaction history enables the robots to maintain a belief state regarding the location of a

faulty robot in the environment, should such a situation arise. Speci�cally, the robot updates:

1) the frequency of each contact type,c, and 2) the longitudinal position,l , where the contact

occurred. The contact map undergoes conditional updates using the following equation (see

algorithm algorithm 3 for implementation pseudo code):

M (cr ; l)t+1 = M (cr ; l)t + ! r � W

M (cw ; l)t+1 = M (cw ; l)t + ! w � W
(4.1)

where:

c = observed contact type

Cr = robot-robot contact

Cw = robot-wall contact

l = estimated contact position

! r = conditional likelihood of detecting a robot-robot contact

! w = conditional likelihood of detecting a robot-wall contact

W = weighting factor

The conditional likelihood values,! r=w , are obtained through the calibration of a contact

sensor's sensitivity to robot and wall contacts.! r is the conditional likelihood of robot-

robot contact, and! w is the conditional likelihood of robot-wall contact (see algorithm
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algorithm 3). At �xed intervals, the number of each contact type is decreased by a constant,

� , to reduce the effect of noise and the non-stationarity of the multi-robot environment:

M (c; l)t+1 = M (c; l)t � � .

Individual robots utilize these dynamically updated contact maps to make active contact

response decisions based on the likelihood,Rc, that a robot-robot contact is originating from

a faulty robot. The expression is as given below:

Rc =
e

P
M (cr ;l )

e
P

M (cr ;l ) + e
P

M (cw ;l )
(4.2)

where:
P

= sum over the projected length of the robot

M (cr ; l) = frequency of robot-robot contact at positionl

M (cw ; l) = frequency of robot-wall contact at positionl

The rationale behind the expression above relies on the normal distribution of robot

contact frequency over tunnel length, where the mean contact count is associated with the

statistical location of the faulty robot. See algorithm listing algorithm 2 and algorithm 3 for

the implementation pseudo code.

An active robot going into the tunnel to excavate pellets seeks to resolve collisions and

improve group performance by voluntarily “giving up”. However, a wrongly positioned

inactive or faulty robot will impede group performance by causing clogging and jamming.

As mentioned in the previous section, if a contact is detected, robot has three options,

conditioned on the internal state: 1) execute the default maneuver to resolve contact -

passive contact response, 2) execute reversal behavior to avoid tunnel clogging - reversal

behavior, or 3) execute the ACR maneuver to displace the supposed faulty robot to a less

obstructive con�guration. For instance, when a robot has a high con�dence (Rc � 1) that it

has encountered a stationary faulty robot en route to the excavation site, it maneuvers around

it by implementing either the reversal behavior or the passive contact response. However,

upon the robot returning home from excavation, it will bias it behavior by continuously
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pushing the stationary faulty robot, which results in robot being in less obstructive position

(i.e., ACR maneuver). In passive contact method, a robot does not execute any biased

behavior in response to a collision with another robot. Rather, it executes a default collision

resolution maneuver to avoid repeated contact or obstruction with the other robot. A robot

executing the ACR behavior can transition to passive mode if it is not making progress in

repositioning a robot, indicated by the active robot's position and internal state remaining

unchanged for some time,Tg. This adds robustness to the technique.

4.3 Experiment

We implemented the Active Contact Response (ACR) algorithm described in Section IV

on physical robots and compared performance with our baseline algorithm. In the baseline

algorithm, the robots neither employed a contact map nor actively responded to or biased

their behavior when they detect collision with other robots. Upon contact with other robots,

each robot will only seek to resolve contact or “give up” digging.

In our experimental setup, three active robots are tasked with excavating pellets, while

one stationary robot, powered off, models a faulty robot during the excavation task (Fig-

ure Figure 4.2). The active robots are unaware of the presence of a “faulty” robot. Instead,

they infer the likelihood of a stationary robot through the distribution of collision frequen-

cies along the length of the tunnel. We set the tunnel width to accommodate either two

robots moving in the same or opposing parallel directions or one robot performing turning

maneuvers. At the start of each experiment, we placed the faulty (stationary) robot perpen-

dicularly in the middle of the tunnel (Figure Figure 4.2). The perpendicular orientation of

the faulty robot with respect to the length of the tunnel was selected to ensure suf�cient

contact interaction with the active robots. Positioning the faulty robot in the middle of the

excavation path ensures it remains adequately distant from both the home/rest area and the

excavation and deposition site.

It is important to note that the position of the faulty robot is critical in determining
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Algorithm 2: Active Contact Response Method

Initialize: k = 1; Pe(k) = 1 ; Pr = 0:64; tprev = 0, contact map,M (:; :) = 0 ;
Set experiment duration,Te; entrance probability update rate,� r ; “giving up”
time,Tg; resting time,Tr ; contact map update rate,� C; likelihood of robot-robot
contact,! r ; likelihood of robot-wall contact,! w ;

while t < T e do
if p � U(0; 1) < P e(k) then

shoulddig = 1;
while shoulddig == 1 do

if ContactDetectedthen
UpdateContactMap();
if q � U(0; 1) > P r (k) then

shoulddig = 0; shouldgo home = 1; break ;

if RobotGrabsPelletsor (t > T g) then
shoulddig = 0; shouldgo home = 1; break ;

if (t � tprev ) > � C then
for c = 0; c < C ; c++ ;

for l = 0; l < L ; l++ ;
M (c; l) = M (c; l) � � ;

while shouldgo home == 1do
if ContactDetectedthen

UpdateContactMap();

if RobotReturnsHomeWithPelletsthen
Pe (k + 1) = max(1 :0; Pe (k) + � r );
shouldgo home = 0; break;

else
Pe (k + 1) = max(0 ; Pe (k) � � r );
shouldgo home = 0; break;

if (t � tprev ) > � C then
for c = 0; c < C ; c++ ;

for l = 0; l < L ; l++ ;
M (c; l) = M (c; l) � � ;

else
while (t � tcur ) < T r do

RestRobot();

k = k + 1;

the group's overall performance. For example, the interference is maximum when the

passive robot's orientation is perpendicular to the longitudinal direction of the tunnel, as
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Algorithm 3: UpdateContactMap()

l = getRobotXCoordinate();
if robot-robot contactthen

M (cr ; l)t+1 = M (cr ; l)t + ! r � W;
M (cw ; l)t+1 = M (cw ; l)t + (1 � ! r ) � W;

else
M (cr ; l)t+1 = M (cr ; l)t + (1 � ! w) � W;
M (cw ; l)t+1 = M (cw ; l)t + ! w � W;

Rc =
e

P
M (cr ;l )

e
P

M (cr ;l ) + e
P

M (cw ;l )

if State = GoToDig() then
if q � U(0; 1) > P r then

GoToHome();
else

PassiveContactResponse();

else
if q � U(0; 1) < R c then

ActiveContactResponse();
else

PassiveContactResponse();

well as when its position is close to the excavation area, where robots would need to execute

turning maneuvers more frequently (Figure Figure 4.2). This faulty robot con�guration

further constrains the dimension of the excavation arena and impacts the group's excavation

performance.

On the other hand, interference is minimal when the faulty robot's orientation is parallel

to the longitudinal direction of the tunnel and its position is close to the home area, where

there is enough space for the robots to make turns without much collision or interference.

This con�guration is termed less obtrusive because the robots can still complete their

excavation and deposition tasks.

The ACR algorithm provides a technique to implicitly minimize potential interference

caused by a faulty robot by indirectly displacing and rotating it into a less obstructive

con�guration. As described in the previous section, robots utilize the cumulative sum of

contact experiences to estimate the likelihood of encountering a faulty robot. In the case
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Figure 4.3:1. Comparing excavation performance between our baseline and Active Contact
Response method. Three trials per tested method. Mean excavated pellets are the solid
dotted and dash-dotted lines. Shaded areas correspond to the standard deviation from the
three experiments.
2. Final con�guration of the faulty robot after each experimental trial for(A) three trials of
Baseline method, and(B) three trials of Active Contact Response method. The home area is
located at a tunnel length of 0.

when there is no faulty robot in the tunnel, the collision map or collision frequency across

the tunnel length would exhibit a normal distribution. This implicitly reduces the probability

that a contact interaction stems from a faulty robot.

We �xed the tunnel length, and the robots have independent reactive controllers based

on �nite state machines (Section III). We set the experiment duration to 30 minutes and

initially set the tunnel entrance probability,Pr , to 1. In response to the robot's successful

trips, the tunnel entrance probability was gradually adjusted, mirroring the methods outlined

in [91]. At the end of each experiment, we measure the con�guration of the faulty robot to

access the level of interference introduced. Three trials were performed per tested method.

4.4 Results and Discussion

Figure Figure 4.3 shows a comparison of the cumulative amount of pellets deposited when

using the ACR and Baseline method (measured using scale deposition). The graph shows
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Figure 4.4:1. Active and faulty robot trajectories tracked overtime for(A) Baseline method,
and(B) Active Contact Response method. Tunnel length position 0 cm is close to the home
area, while tunnel length position 300 cm is close to the digging area.
2. Three snapshots of the top view of the multi-robot experiment using the Active Contact
Response method.(A) Initial con�guration of faulty robot obstructs traf�c �ow, resulting in
congestion and clustering at the middle of the tunnel.(B) Subsequently, active robots update
their collision map and maneuver around the faulty robot to reach the excavation area.(C)
Finally, active robots effectively reposition faulty robot into a less obstructive con�guration
through active pushing and nudging.

comparable excavation rates for both methods during the �rst 10 minutes, but they start to

diverge afterward. The baseline method maintains a consistent lower excavation rate for the

remaining duration of the experiment. This is due to the effect of frequent collisions with

the faulty robot, resulting in more robots giving up and resting, rather than repositioning

the faulty robot to a less obstructive con�guration. Whereas the ACR method effectively

managed the presence of the faulty robot and improved its excavation rate. As a result, the

ACR method excavated and deposited approximately twice as many pellets as the baseline

method by the end of 30 minutes.

We recorded the �nal con�guration (position and orientation) of the faulty robot at the
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end of the experiment. Con�gurations with orientations close to zero (i.e., parallel to the

tunnel) and positions near the Home area (i.e., out of the tunnel) are optimal since they

introduce minimal obstruction within the tunnel. Figure Figure 4.3 shows the faulty robot's

position and orientation (con�guration) at the end of each experimental trial. In two out of

the three trials, the ACR method successfully displaced and reoriented the faulty robot into a

less obstructive con�guration. In the baseline method, the �nal robot con�gurations for the

three trials are more obstructive, which led to the lower excavation performance observed in

Figure Figure 4.3.

Figure Figure 4.4 shows the trajectory of all the robots, one trial for each method. The

baseline trajectories demonstrate a scenario where active robots pushed the faulty robot

further into the tunnel toward the excavation site. However, when using the ACR method,

the active robots pushed the faulty robot out of the tunnel towards home. As mentioned

in the previous section, it is important to note that the orientation of the faulty robot also

determines the level of obstruction.

In the ACR method, individual robots make decisions based on their contact history map

of the environment, providing scalability to our method. Furthermore, the decentralized

nature of the ACR method enables the collective to accomplish the task without requiring

the activity history of neighboring robots. This presents a distinct advantage over numerous

established swarm robotics methods, which rely on shared information between agents

to complete a collective task [53], [54], [55]. In a laboratory setting, we demonstrated

the effectiveness of this approach, leading to continuous operation and successful task

performance of the group.

4.5 Conclusion

We have demonstrated how to exploit the concept of contact interactions to achieve emer-

gent fault tolerance in constrained multi-robot systems, where precise sensing and control

schemes are not available. Robots remain unaware of the internal and external state of other
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robots in their environment. By relying on noisy contact measurements and localization,

robots can estimate the conditional likelihood of colliding with a faulty robot and bias their

behavior to collectively reposition the faulty robot to a con�guration with minimal interfer-

ence. The Active Contact Response algorithm enables the recovery of group performance

in the event of individual robot breakdowns. In more complex scenarios involving higher

number of robots, local information exchange such as individual collision map updates can

improve performance [105]. Further, our technique can be applied to multi-agent collective

tasks allocation scenario, or “smart active matter” systems where individual agents can

leverage social, local, and physical interactions to improve fault tolerance and tackle more

complex problems.
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CHAPTER 5

DEEP REINFORCEMENT LEARNING FOR MULTI-AGENT COLLECTIVE

EXCAVATION

In this chapter, our focus is on exploring the potential applications of indirect communi-

cation methods, such as stigmergy, to tackle the inherent issues of non-stationarity and

non-scalability in a multi-agent reinforcement learning context. These challenges primarily

arise from the concurrent actions by other agents and partial observability of the state of the

environment [60]. We begin by introducing the deep reinforcement learning framework and

the formalism of the Markov Decision Process. Following this, we de�ne the problem of

collective multi-agent excavation as a decentralized partially observable Markov decision

process. We then present our contributions to this framework and elaborate on how we suc-

cessfully addressed the signi�cant challenges encountered during the training and learning

processes.

5.1 Deep Reinforcement Learning

Deep reinforcement learning typically illustrates the problem using Markov's Decision

Process (MDP) that is de�ned by the state spaceS, action spaceA, stochastic transition

functionp(s0js; a), reward functionr (s; a), and the distribution of initial statess0 � p0(s),

wheres is the current state,s0 is the next state, anda is the action. One popular approach to

solve the given MDP isQ-learning. Q-Learning is a popular model-free off-policy algorithm

for estimating the long-term expected return of executing an action from a given state. These

estimated returns are known asQ-values. A higher Q-value indicates an action a is expected

to yield better long-term results in a state s. Q-values are learned iteratively, it learns the

value of the given action for the given state,Q(s; a), via the temporal difference (TD) update
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rule below:

Q(s; a) = Q(s; a) + � (r + 
 max
a0

Q(s0; a0) � Q(s; a))

Once the Q value is estimated, the policy selects the action that maximizes the expected

return:

� (s) = arg maxa Q(s; a).

Deep Q-Networklearns the Q function using deep neural networks parameterized by

� . Instead of updating individual Q-values, updates are now made to the parameters of the

network by minimizing a differentiable loss function given by:

L (� )= Es;a;r;s 0[(yDQN
i � Q(s; a; � i ))2]

at each iterationi , whereyDQN = r + 
 maxa0 Q(s0; a0; � ) is the target Q-value.

The major problems associated with approximating action-value functions with neural

networks are instability and/or non-convergence which is due to the correlations present

in the sequence of observations, violating the fundamental assumptions of MDP. As such,

Mnih et al. [56] devised two techniques to address these problems: experience replay and

target Q-network. Experience replay stores the state transition tuples(s; a; r; s0) in a reply

buffer and uniformly sample mini batches from the buffer to update the network. A target

network's parameter� 0 is updated periodically at a lower frequency than the online network

parameters� . This is to minimize divergence or non-convergence during training.

5.1.1 Multi-Agent DeepReinforcementLearning

Multi-agent Deep Reinforcement Learning (MADRL) extends DRL techniques to multi-

agent reinforcement learning (MARL) problems. In view of the fact that the state transition

function now depends on the joint action of all agents, a naive approach of learning a

joint action of all the agents using a single policy will face non-scalability issue due to

the exponential state and action spaces. Instead, one can avoid this issue by providing
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each agent with a partial knowledge of the actual state of the environment and individual or

separate policy learners. This is usually formalized as Partially-Observable Markov Decision

Process (POMDP). This technique, however, is prone the “moving target” or non-stationarity

problem, which is as a result of each agent adapting their policy to the changing policies

of other agents. This is usually mitigated by introducing team rewards or use of direct

communication channels among the agents[106].

Independent DQN (iDQN)is a popular MADRL algorithm for learning collaborative

behaviors in which each agent independently and simulataneously learns its own deep

Q-networkQ(s; a; � ). Since the environment is partially observable, IDQN is usually

implemented by having each agent condition on its action-observation history.

MARL problem can be formalized as aMarkov gameor Stochastic gamewhich is a

generalized MDP to such settings. A Markov game is de�ned by the tuplehN,S,A ,P,R ,
 i

[107], [108], where

• N = 1,...,n is the set of n> 1 agents.

• S is a �nite set of states s in which the environment can be.

• A := A1 x A2 x ... x An is the �nite set of joint actions for all agents.

• P: Sx A ! � (S) is the state transition probability function to arrive at the next state

s02 Sgiven the current states 2 Sand a joint actiona 2 A

• R : S x A x S ! RN is the joint reward function, received by all agents when

transitioning froms to s0

• 
 2 [0, 1] is the discount factor.

5.2 Multi-agent Clog Control

Research into the coordination of multi-agent systems has received a great deal of attention

over the past few years. The dif�culty increases exponentially with increasing number
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Figure 5.1: An overview of our environment showing the top-view of multi-robot excavation
setup(A), and similar features in the simulation model(B).

of agents [109]. In this work, we consider a multi-agent collective excavation problem

involving a group of homogeneous robots, tasked with continuous retrieval of food items (or

pellets) in a narrow and con�ned 2D (grid world) environment. The mission of the group

is to collect as many pellets as possible within a given time frame. Robots typically have

limited sensing and communication capabilities, and without centralized control or global

knowledge of the state of other agents in the environment. As a result, they spend most of

their time resolving collisions due to excessive competition for space.

We formulate the described collective excavation problem as a decentralized POMDP

(Dec-POMDP) [110], using independent DQN learners (IQL). We achieve coordination

between agents using specialized social interactions via stigmergy. Then we improve on

the more complex scenarios using curriculum learning which simpli�es the learning task by

training one agent at a time.
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5.2.1 DecentralizedPOMDP

In this section, we will de�ne the collective excavation task as a Dec-POMDP.

State and Observation.Let's considerN agents in the given environment (Figure Fig-

ure 5.1). At each time step, every agent receives a local observation which consist of an

egocentric nonspatial discrete component and a geocentric spatial component (position,

direction). The egocentric state represents the internal state of the agents which can be any

of the following:Going-to-dig, Digging, Exit-digging, Going-home, Dumping, Exit-home,

andCollision. Geocentric components consist of the following values:current position,

current direction, previous action, number of collisions, distance to home, anddistance to

food source. This results in an8 dimensional vector observation space for each agent, which

is further augmented with the “pheromone” information of a �xed number neighboring

cells corresponding to the agent's restricted �eld-of-view. As a result, each agent has a

compact private observation space which makes our technique able to scale to larger number

of agents without the need to adjust our network's input size.

Action Space.We adopted a discrete space representation consisting of a set of �ve actions.

At each time step, the agents can choose one possible action within the set namelyNorth,

South, West, East, andStop. If the target location is occupied, the agent receives a penalty

and enters the (internal) collision state that keeps the agent in its current position until it

chooses an action that puts it in an unoccupied position.

Reward Function. We carried out reward shaping to �gure out a reward that makes the

agents reach their goals fast and contribute to the team's mission at large. With that in

mind, we devise a dense reward function to encourage smooth and effective learning, which

consists of the following four signals:

• Distance reward,rd(s; t): An agent receives a reward of+2:5 if it gets closer to the

goal (pellet location or home area) than it was in the previous time steps.

• Collision reward, r c(s; t): This is a reward of� 2 if an unladen or unloaded agent
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collides with another agent.

• Pellet pickup reward, rp(s; t): A reward of+50 is received if an agent is able to

successfully �nd the food item location. In global reward settings, all agents receive

a reward of+50. We distinguish the term “global reward” from “local reward” in

that global reward assigns the same reward value to all agents without distinguishing

their contributions. This is to encourage cooperative behavior among the agents, as

opposed to local reward which assigns different reward to each agent based solely on

its individual behavior, and often lead to competitive behavior.

• Successful trip reward,r s(s; t): A reward of+50 is received if an agent is able to

drop a pellet at the home area. In the global reward settings, all agents receive the

+50 reward to further incentivize cooperation.

The reward function is de�ned by the equation below:

r (s; t) = wdrd(s; t) + wcr c(s; t) + wprp(s; t) + wsr s(s; t)

wherewd; wc; wp; andws are set to0:2; 0:2; 0:2; and0:4 respectively for all the experi-

ments.

5.2.2 Digital PheromoneasStigmergy

Figure Figure 5.2 is an illustration of our proposed Stigmergic MADRL framework for

scalable decentralized learning, by leveraging stigmergic communication. In particular, we

model stigmergy in our experiment using avirtual map of the environment, which serves

as an indirect communicationmedium that is asynchronously updated by the agents as they

navigate the environment. A digital pheromone is a virtual map that stores the distribution

of “activities” or “signals” over the entire space of the environment. The keys of the map

represent distinct coordinates or positions in the environment, while the values represent
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Figure 5.2: Proposed Scalable Decentralized MADRL Framework with Stigmergic Commu-
nication.

signals or traces of interests that encode speci�c state information about agents' activities.

The digital pheromone is updated each time an agent moves from one cell to another in the

grid world (see Figure Figure 5.3). The value of the new position is updated to speci�c

state information of the agent, speci�cally the occupancy status, internal state of the agent,

laden(1) or unladen(0) status, as well as its current action. The occupancy status starts with

a value of 1.0 and decays with the coef�cient of 0.25 every time step if it is unoccupied.

This virtual map representation of the pheromone enables the agents to share or implicitly

communicate different information about their internal states and the environment, similar

to pheromone traces in social insects. Agents then read off the encoded information in their

neighboring cells within its restricted �eld of view, and include them in its observation space

during training and for decision making (Figure Figure 5.2 and Figure 5.3). This technique

enable agents to use such information to reason about the actions and intentions of other

agents, as well as the state of the environment.

5.2.3 CurriculumLearning

Curriculum learning (CL) is a technique for ordering experiences over samples to accelerate

or to improve learning. In RL settings, it is usually implemented by generating a series of
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Figure 5.3: Schematic of digital pheromone and agent's restricted �eld of view. Agents'
movements in the environment create virtual maps and gradients, depicted by the different
shades of gray, that agents can observe within their surrounding. Red arrows illustrate
the �eld of view of an agent. Blue agent is laden with food, while green agents represent
searching agents.

training tasks, beginning from the simplest ones and then gradually increasing the dif�culty

of training to improve the �nal asymptotic performance or to decrease the training time [111].

In our multi-agent setting, CL could serve a speci�c purpose of reducing the effect of non-

stationarity when there are many concurrent learners adapting their policies to another

agent's changing policies. By limiting the number of concurrent learners to one agent at

a time while increasing the number of agents sequentially, one can achieve a signi�cant

performance boost and convergence in such MADRL problem.

In that regard, we employ curriculum learning to improve learning convergence for more

congested and complicated scenarios, where the number of agents is four or greater. Initially,

we start with two agents and train them concurrently to learn decentralized policies for

collective pellet retrieval. We call the two fully trained agentsold agents. Then to train

three agents and higher, we introduce onenew agentat a time and allow it to learn new

policy from scratch while “freezing” the policies of theold agentsagents completely. The

goal is to reduce the effects of non-stationarity by minimizing the “moving target” effect

when there are several concurrent learners. In our experience, this invention allows us to

58



scale to larger number of agents (f ive ), particularly when our CL method is combined with

the stigmergic communication.

5.3 Experimental Setup

We demonstrate the effectiveness of our proposed method by conducting simulation ex-

periments with the setup in Figure Figure 5.1. We implement the given MDP using the

OpenAI's Gym interface [112], where its step function takes actions as inputs and returns

next states, rewards, and terminal �ags. Our environment can handle variable number of

agents which we specify at the beginning of each experiment, as well as the length of the

tunnel in dimension of grid cells or agents' body length (BL). The agents operate in a shared

environment but use separate policy learners and individual experiences. Agents take actions

simultaneously at each time step and receive private observations including a global or a

local reward. Our network model uses Double Q-learning [113] and experience replay [57]

to improve training stability. Our policy architecture has three hidden layers of 128 neurons

each with a Boltzmann action-selection strategy. An� -greedy strategy was employed to

fully explore the state and action spaces, with an exploration rate annealed from 100% to

2% over 10% of the total training period.

We compare four different learning techniques with a varying number of agents, from

one to �ve:

• Independent Q-Learning (IQL): This is our baseline method in which we use separate

DQNs with local rewards to train agents independently.

• IQL with Global Reward (IQL+G): This method adds global rewards to the baseline

method, to encourage cooperation among agents.

• IQL with Global Reward and Stigmergy (IQL+GS): This method adds virtual map

(pheromone) discussed above to the second method,(IQL+G), to mitigate non-

staionarity and consequently facilitate cooperation among the agents.
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• Stigmergy with Curriculum Learning (IQL+GSC): This method combines curricu-

lum learning with third method,(IQL+GS). The curriculum learning was implemented

by introducing one agent at time during training to improve stability and convergence.

Table 1 below shows the list of parameters used for training the agents.

Table 5.1: Hyper-parameter Values

Parameter Names Values
Number of Episodes 1000

Steps per episode 5000
Learning rate 0.0001

Discount Factor 0.99
Batch size 64
Optimizer Adam

5.4 Simulation Results and Discussion

Training and testing were performed on a desktop computer, equipped with an AMD Ryzen

12-Cores processor clocked at 3.4GHz, 32Gb RAM and 1 Nvidia RTX 2070 GPU. Each

experiment setup or scenario was run several times and learning curves were consistent.

During testing, we measure the amount of pellets excavated by individual agents and log the

cumulative amount of pellets for all agents at each time step. A comparison of total pellets

excavated for all learning methods is shown in Figure Figure 5.5.

Given the latency of the simulation, it takes about twelve hours to train a single agent

from scratch for fully converged policy on a GPU. Training time scales linearly with number

of concurrent agents. However, curriculum learning is much faster and takes less time to

train a new agent in a team consisting of two to four old agents. For most experiments,

convergence starts after training proceeded for about 200 episodes at 5000 time steps per

episode, after which the environment resets to the initial conditions. The learning rate we

used is10� 4, with a discount factor of 0.99. We found that a batch size of 64 works well

with the “Adam” optimizer we employed to train the agents.
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Figure 5.4: Learning curve comparison for the four different techniques. Our approach, IQL
+ GSC, achieved the highest rewards for four and �ve agent scenarios.

Figure Figure 5.4 shows the learning curve for the different MADRL techniques de-

scribed above, for one to �ve agents in a shared environment. Clearly, stigmergy helps

address convergence issues, since the baseline methods (IQL and IQL+G) could not handle

three agents and higher. Curriculum learning improves learning convergence forfour and

f ive agent scenarios. Also, learning did not start from zero with the CL method, since the

old agentswere using their learned policies.

Figure Figure 5.5 shows a comparison of total pellets excavated for each technique. For

one and two agent scenarios, the baseline algorithm (IQL) performed well with both local
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Figure 5.5: Cumulative excavation plot comparison for four different MADRL techniques
for up to �ve agents.

and global rewards. However, as the number of agents increases, the performance drops

drastically. At this stage, we introduce stigmergy to facilitate cooperation and to improve

convergence. This is achieved by augmenting the observation space of each agent with

information encoded in the virtual maps or “pheromone trails”. This technique improves

performance for three and four team sizes, but not so well for �ve agent scenario. In this

case, coordination becomes more challenging, and achieving successful convergence would

require more powerful training technique. Our curriculum learning approach (IQL+GSC)

addresses this by reducing the dif�culty in four and �ve agent scenarios, training one agent

at a time.

Figure Figure 5.6 shows the comparison of the workload distribution for the two best
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Figure 5.6: Lorenz curves comparison between learning with stigmergic only(A) and
learning with stigmergy and curriculum learning(B).

learning approaches using Lorenz curves [114]. Lorenz curves describe the workload

distribution of a team by linking the cumulative share of number of agents to the cumulative

share of total number of food items retrieved. This curve is convex by de�nition. An

equal workload distribution appears as a straight line between (0,0) and (1,1). A divergence

from this straight line indicates unequal workload distribution, where for example, half

of the team retrieved less than half of the total number of food items. According to the

curves in Figure Figure 5.6, it is clear that for three agent scenario, all workers excavated

equal amounts of food items as indicated by the straight line in both �gures. For four and

�ve agents however, the curves diverge further from the straight line, with the curriculum

learning technique (Figure Figure 5.6B) having the greater divergence or “higher” unequal

workload distribution. This translates to: more agents should participate less as the team

size increases. Thus, we can infer from the Lorenz curves and Figure Figure 5.5 that the best

strategy to achieve the highest food retrieval successes is through asymmetric or unequal

workload distribution when the agent density is above a threshold, in this case, four agents.

This strategy greatly minimizes jamming and collision in the tunnel. Lorenz curves for one

and two team sizes were not shown here because they all produce similar curves which are
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Figure 5.7: Snapshots of various scenarios during testing.(A) Four agents often get stuck
in the tunnel when trained without stigmergy.(B) Stigmergy prevents agents from getting
stuck, which enables effective coordination.(C) Five agents with stigmergy can still get
stuck due to the dif�cultly of the scenario.(D) Curriculum learning enables ef�cient learning
in dif�cult scenarios, and the discovery of a bio-inspired strategy: unequal work distribution
to avoid clogging.

equal workload distributions.

Figure Figure 5.7 shows four scenarios illustrating the behavior of the �nal policies

discovered by the different methods. Figure Figure 5.7A is a typical “clogging” or ”jam-

ming” scenario we encounter during testing when agents are trained without incorporating

stigmergy, even though global reward was used. The agents get stuck due to lack of coop-

eration. On the contrary, Figure Figure 5.7B shows the coordinated behavior that emerges

when virtual pheromone is employed. The agents learned to carefully avoid clogging by

spacing out when outside the tunnel and yielding to each other when inside the tunnel. This

is effective to avoid getting stuck in three to four agent scenarios. In �ve agent scenario, the

agents can still get stuck even with virtual pheromones (Figure Figure 5.7C). This is due to

the complexity of the problem: high non-stationarity. We ameliorate this effect by applying

curriculum learning, and the improved performance is as shown in Figure Figure 5.7D.
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The snapshot shows that two agents are ”idle” or ”resting” by not participating in the food

retrieval process, which is a strategy to avoid congestion (please see youtube link for video

demonstration). This supports a biological phenomenon discovered by Aguilar et al. [35]

that idleness or asymmetric workload distribution is an optimal strategy that minimizes

clogging in crowded and con�ned environments.

5.4.1 ImprovingScalabilityin DynamicEnvironments

Multi-agent learning in dense and dynamic environments is more challenging because

the changing environment and inter-agent interactions compound the fundamental non-

stationarity of the learning process, which exacerbates learning instability and non-convergence.

To tackle this problem, we explored different techniques to improve the convergence of our

proposed Stigmergic MADRL framework. In particular, we introduced the tunnel density

information,� = n=L, de�ned as the number of agents,n, in the tunnel divided by the

tunnel length,L, and store it in the virtual pheromone map for the agents to use to infer

the tunnel density. This density information makes the environment less non-stationary

to the agents, which enables them to reason about the congestion level of the tunnel, to

decide whether to stay lazy or enter the tunnel to fetch some food items. In addition, we

trained the agents from scratch with a shared policy network in a stochastic environment.

This involves using only one deep neural network instance and one replay buffer to train

all the agents concurrently, making the learning process more ef�cient. It is important to

note that this is still a decentralized learning and execution approach, because each agent

receives a private local observation of the environment and makes an independent decision.

These two modi�cations to our Stigmergic MADRL framework increase the scalability and

convergence of our method to eight agents.

Further, our Stigmergic MADRL framework shows better scalability and convergence

when compared to popular multi-agent deep RL algorithms such as Joint Action DQN

Learning (JAL) and Multi-Agent Actor-Critic (MAAC) (Figure Figure 5.8). During training,
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Figure 5.8: Comparison of our proposed Stigmergic MADRL method with popular multi-
agent learning algorithms.

the agents used a shared environment in which the tunnel length is �xed and randomly

selected between 3BL and 15BL at the beginning of each episode. However, during

execution, the tunnel length is set to 3BL and gradually increased as the agents excavate

the food items. From the semi-log learning curve in Figure Figure 5.8 which shows the

low episodic reward of the two baseline RL algorithms, we could see that the joint action

learning and actor critic algorithms struggle to converge for the 6-agents in a dynamic

environment (this is similar for 7 and 8 agent scenarios, although not shown here). This

non-convergence can be attributed to the high-dimension of the state and action spaces of the

learning environment as described previously. However, for smaller number of agents (1-3

agents), the baseline methods show similar convergence and learning curves to our proposed

stigmergic MADRL method. Thus, by using the environment as a shared memory or an

66



indirect means of communication, our proposed method is able to handle higher number of

agents than baselines.

5.5 Conclusion and Future Work

In this chapter, we demonstrated the ef�cacy of employing stigmergy to address scalability

and non-stationarity challenges within the context of multi-agent deep reinforcement learn-

ing. Our approach involves integrating a virtual pheromone or stigmergy mechanism into the

learning environment. This mechanism enables agents to observe and deduce the intentions

of their counterparts, facilitating the coordination of individual actions. We applied this

methodology to a simulated scenario of collective food retrieval or excavation in a con�ned

passage, requiring agents to coordinate to prevent congestion and enhance overall group

performance. Consequently, we derived pro�cient policies for managing congestion in

densely populated scenarios, resulting in optimal food retrieval. Our �ndings support the

notion that social insects, such as ants, leverage social interaction or indirect communication

for accomplishing intricate tasks.
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CHAPTER 6

COORDINATION AND ADAPTATION STRATEGIES IN LIVING COLLECTIVES

In this chapter, we conducted biological experiments aimed at exploring the intricate dy-

namics involved in the successful excavation of nests within biological collectives. Our

goal was to unravel the proximate biological and physical mechanisms employed by ants to

regulate nest digging and assess how individual and collective behaviors in�uence the overall

dynamics. Speci�cally, we aimed to ascertain whether the regulation of digging behavior

could arise from individual decisions without the need for communication through chemical,

visual, or acoustic signals. Building upon prior research on contact-responsive robotic

collectives [115, 116], we investigated the role of contact sensing as a sole information

source in governing excavation dynamics without additional forms of communication.

To discover a minimal model, we assumed that ants base their decisions on recent

experiences, registering encounters with others but without actively exchanging information.

Our study involved conducting experiments on ant digging behavior, followed by mathe-

matical modeling and computer simulations to interpret the experimental outcomes. Our

models exhibit remarkable agreement with the experiments, indicating that collectives can

effectively coordinate their activities relying solely on simple contacts. Additionally, our

�ndings provide predictive insights for further experimental investigations in this area.

6.1 Methods

6.1.1 Ant excavationexperiment

We investigated substrate excavation dynamics in small groups of the �re antSolenopsis

invicta [117]. S. invictaants are master builders. They successfully construct complex nests

in soils or granular substrates found around the world using a diversity of materials [118,
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89, 96, 119, 120, 117]. TheS. invictanest is a complex, sophisticated structure that allows

individuals to move and rear offspring. The nest is fundamentally important to the success

of S. invictacolonies and is one of the most conspicuous features of this social insect.

Three colonies ofS. invictawere collected from Atlanta, Georgia, USA during the fall of

2020. Individuals were separated from soil using the drip �otation method [121]. Collected

individuals were then housed in plastic containers and supplied with water and food as

needed to ensure their continued survival.

Figure 6.1: Experimental setup – 3D rendering. A custom-made plastic frame is holding
acrylic sheets 2.5 mm apart. The accessible part of the system is 14 cm wide, and 21 cm
tall. Roughly 2/3 of the volume is �lled with a substrate - 0.7 mm beads, with the moisture
content adjusted to 10% by weight. A top container serves as an entrance chamber where
40-70 ants are placed to start the experiment. The experimental trials are recorded using a
commercial webcam.

We sought to visualize the behaviors thatS. invictaworkers engaged in digging tunnels

to gain a greater understanding of the processes they use to construct nests. To do so, we

monitored ant substrate excavation dynamics in experimentally created arenas, over many

hours. Experiments were conducted inside of a setup consisting of two areas accessible by

the �re ants: an open entrance area to which ants were added for each trial and a digging area
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connected by a tunnel where excavation behaviors could be monitored through an acrylic

wall (Fig. Figure 6.1). The excavation arena consisted of a 195 mm x 145 mm x 2.5 mm

quasi-2-dimensional space, de�ned by a 3D-printed frame, to allow for monitoring of tunnel

growth and ant activity. Glass particles measuring 0.7� 0.1 mm in diameter were used

as an arti�cial substrate to be manipulated by the ants. Moisture content of the substrate

was maintained at 10% water by weight across all trials; we have previously shown that

S. invictaants' excavation rate is insensitive to moisture content in the range of 5% – 20%

[122]. The walls of the arena and entrance area were coated with talcum powder to ensure

that ants could not climb out of the designated spaces. During experimental excavation

trials, a controlled number of ants were transferred manually from the collected colony to

the digging arena. Non-warming LED light sources were directed at the digging area to

offer illumination for recording.

We allowed groups ofS. invictaworkers to dig within the arti�cial arenas. For each trial,

groups of 40-70 randomly-selected worker �re ants were transferred into the apparatus. In

total, 9 experimental trials were included in this study, using ants from three colonies, each

used in at least two trials. Recording was started immediately following the addition of ants

to the entrance area of the experimental setup. Once introduced into the entrance, the ants

were allowed to migrate independently down into the digging arena. Fire ant excavation in

the digging arena was monitored and recorded for up to 70 hours in each trial, which was

recorded at 24 frames per second using a consumer computer camera (Logitech C920), at a

resolution of 1920� 1080 pixels.

6.1.2 Videoanalysis

To elucidate behavioral patterns involved in nest construction, we quanti�ed collective

digging, ant spatial distribution, tunnel morphology, as well as individual ant-ant interactions,

through manual and automated video tracking.

To quantify ant participation in digging, we used captured color differences to classify
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image pixels belonging to ants, as well as to detect the substrate interface. We used a bright

green sheet as the background for the digging arena, which produced a visual contrast with

the substrate, as well as with the ants; this contrast made for convenient video analysis based

on color differences (Fig. Figure 6.2 A,B).

Within our experiments, we de�ned ants as participating in some aspect of the digging

process if they were below the substrate interface. Once pixels were classi�ed as belonging

to ants below the substrate interface, the pixel count was converted to an estimate of the

number of ants, using a calibration curve from a linear �t of manually counted ants vs.

detected pixel count, tabulated over multiple time points, for each recorded video.

We were interested in observing the digging progression and rate regulation by detecting

the excavated tunnels over time. This was done by following areas in the digging arena newly

explored by the ants. Procedurally, we may accumulate a map of pixels that were classi�ed

as belonging to an ant at any given time in the past. However, the small amount of noise

inherent in that technique, when accumulated, produces too many spurious detections of

newly explored areas. Instead, we found that calculating and accumulating motion-detection

produced much less noise. To calculate motion-detection, we down-sampled our videos in

time to 12 fps by averaging subsequent frames, and then calculated the difference between

the resulting frames. The result was then subjected to Gaussian �ltering and a threshold was

applied. The threshold was determined dynamically as 5 times the standard deviation of the

Gaussian �ltered values, over a region of the video determined to not have been excavated

throughout the recording (manually). Fig. 2C shows an example of motion-detected pixels,

red (blue) indicates pixels that became lighter (darker) between successive down-sampled

frames. A map of accumulated motion-detected pixels was recorded over each recorded

trial.

Ants occasionally reversed and backed out of a tunnel when their path was blocked by

other ants. Reversal is an important behavior that minimizes traf�c clusters [35] and we

wanted to observe its relation to the number of ants in the tunnels and the overall digging
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rate. We, therefore, tabulated event counts of ants reversing without excavating a bolus

of substrate material, following an encounter with another ant. This was done for several

non-branching tunnels, in multiple experiments, by visual inspection.

Figure 6.2: Experimental recording and tracking. Each trial was recorded at 24 frames per
second using a commercial webcam.(A) The digging arena is enclosed between acrylic
sheets and composed of glass beads. A green background is used to generate suitable contrast
between the substrate and excavated tunnels. Image 40 minutes after the introduction of
ants into the apparatus is shown(B) The color difference between ants, substrate, and
background allows for substrate tracking (shaded purple) as well as ant tracking (shaded
blue). Together, the number of pixels associated with ants below the substrate is used to
quantify the participation in the digging activity.(C) Motion detection of ants was found to
be a robust method to track the exploration of the system, and thereby allowed us to quantify
the excavated area over time. We calculate the difference between each pair of sequential
frames, apply a threshold, and accumulate the result over time (purple shade). See Methods
for additional details.
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6.1.3 CellularAutomata(CA) Model

To gain an understanding of the digging dynamics, particularly in the earlier times of

excavation, we employed a cellular-automata (CA) model adapted from that in our previous

work [35].

A CA model allows us to focus on the behavioral aspect, without a need to implement

detailed mechanics of walking and digging. The simulation process boils down to a small

set of time-evolution and interaction rules that are applied at every discrete step. Using this

model, we may conveniently test various behavioral rules and then test how the CA model's

emergent collective behavior matches experimental observations.

In the simulated system, ants walk through a linear tunnel that is composed of discrete

cells that accommodate 2 ants each, going either the same or opposite directions (Fig.

Figure 6.5). A tunnel has an entry into a sequence of “substrate-free” cells, followed by

cells �lled with substrate. At each time-step, ants move along the tunnel until they reach

substrate; at which point they pause and excavate pellets. Once a substrate cell is drained of

its pellets, it becomes available for ants to walk into. In this way, the tip of the tunnel, where

the substrate starts, elongates over time.

Within this computational model, a cell represents a single ant body-length's (BL) worth

of tunnel.S. invictamade tunnels generally converge to two ant body-widths (BW) [89]

and allow most ants to pass each other unhindered. We therefore take cells to represent an

area of BL� BW and allow two ants to occupy each. At each time-step (TS), an ant will

move to the next cell, if it is empty,, and will thereby be moving at a speed of BL/TS. By

quantifying the typical ant speed within tunnels, we relate the simulation timescale to the

digging experiment timescale. Within the simulation, we parameterize the number of pellets

in a cell full of substrate and the number of pellets an ant will excavate each time; these

respectively represent the typical accumulated time it takes the ants to excavate a BL length

of tunnel, and the typical time spent at the tunnel tip by each ant.

As mentioned above, two ants may occupy the same cell and pass each other unhindered
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under this model. Three (or more) body collisions occur when an ant tries to move into

a cell that is already occupied by two other ants. In response to such a collision, an ant

that is heading towards the tip of the tunnel randomly chooses whether or not to reverse

course without digging, with a predetermined probability. We �nd that our results are not

sensitive to this reversal probability within the range (0.1, 0.9), and choose to �x this value

to 0.34, as previously used [35]. An ant that is headed towards the exit never relents. In our

previous work, we used only a single simulated tunnel [35], but here we use multiple tunnels

to capture the observed experimental behavior, as discussed below. Within the multi-tunnel

CA model, when ants enter a tunnel, they �rst randomly and uniformly choose which of the

multiple tunnels to go into. From there, the simulation proceeds as previously discussed.

6.1.4 Ant speedmeasurements

We analyzed image maps to estimate an ant's walking speed within tunnels. Given tracked

exploration maps (Fig. Figure 6.6), we extracted an example of a long branch-less tunnel

and generated a linearized pro�le through the following steps: (1) �t a center-line spline, (2)

generate perpendicular cross-sections at equal longitudinal intervals (Fig. Figure 6.3A), (3)

sum binarized pixel values across each cross-section. As ants walk through the tunnel, the

linearized pro�le displays a traveling cluster of high values. We lay out these linear pro�les

over time as a space-time diagram (Fig. Figure 6.3B,C). We then use a sliding time window

of 1 minute and for each window run a line-detection algorithm (Fig. Figure 6.3). Ant

walking speeds are captured as the detected line slopes. We accumulated the distribution of

observed speeds for well-detected lines. Through thousands of detected slopes, we observed

a mean speed of 0.27� 0.09 BL/sec.

6.1.5 Model �tting

To �t the experimentally observed excavation rate, we iterated through randomly generated

values for the free parameters of the simulated model, and compared to the observed curves.
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Figure 6.3: Analysis of space-time detection maps. (A) A branch-less tunnel was divided
into strips of equal longitudinal distance, shown in alternating black and white strip color.
(B) Ant pixels were determined based on a darkness threshold, and binarized pixels were
summed over every longitudinal strip, to generate a density pro�le over time. Ant presence
was observed deeper in the tunnel as it grew through digging. (C) The space-time detection
maps revealed distinct tracks when observed at minutes long windows. We used a Hough
transform [123] to detect straight (i.e. constant speed) trajectories fragments (green dashed
lines). From the collected line slopes we calculated an average observed ant walking speed
in tunnels.

Other �xed parameters have been determined either in previous work or in this (Table

Table 6.1). The CA simulation time has been rescaled such that the ant nominal speed

BL/TS is the experimentally determined mean ant walking speed. The model we �t then

has four free parameters – number of tunnels, work-rest imbalance constant (� 0), relaxation

length (L0), and steady-state participation level.

We started by generating 10,000 uniformly random sampled sets of parameters, in a wide

range. To test a �t over multiple time scales, we �rst converted both the observed curve and

each simulation curve to log-rate over log-time, by averaging within exponentially spaced

bins and then taking the log of the average rate in each. The corresponding squared-error for

each bin was taken to be the average of squared-errors, weighted by number of observations.

The error of the log-rate was taken to be� log( r ) = � r=r , where� r is the error of the rate,

andr the rate.
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For each simulation excavation rate curve, we calculated the average of squared differ-

ences from the observed curve, weighted by(� r )� 2, in log-log, over the range of 0.5 hour

to 35 hours, as a measure of quality of �t. In each re�nement iteration, we used enough

sampled parameter sets to display a clear trend in at least one parameter. Following each

iteration we narrowed the search for those parameters that displayed a clear minima (Fig.

Figure 6.4).

Figure 6.4: Least-squares (� 2) optimization of the model �t through random parameter
sampling. In each iteration, we sampled thousands of parameter variations and calculated
the mean-square distance between the simulated excavation-rate trend and the experimental
one. We plotted� 2 distances vs. each one of the �tted parameters (blue points), as well
as an outline of their basin as a guide (black dashed line). After each such iteration we
narrowed the search range for parameters with a clear single-minimum in their basin.

Table 6.1: Parameters used to calibrate the cellular-automata simulation to the experiment

Parameter Value Source
Average body-Length (BL) 3.95 mm [89]
Tunnel Width 2.2 mm [89]
Reversal Probability 0.34 [35]
Average ant walking speed 0.27 BL/sec space-time analysis (Fig. Figure 6.3)
Average time spent digging 8.5 sec visual observation
Number ant trips per cm dug206 visual observation
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6.2 Results & Discussion

Our overall goal was to understand the mechanisms that animal collectives use to coordinate

their activities. We investigated this issue by studying patterns of tunnel digging in �re

ant societies. We combined theoretical and empirical approaches to gain insight into the

possible proximate mechanisms used by �re ants to accomplish important group tasks.

6.2.1 Ant diggingexperiments

Our �rst aim was to gain insight into the rate of excavation of tunnels by the ant collectives.

Following the introduction of ants into the system through the entrance chamber (Fig.

Figure 6.1), ants explored the container and went through a narrow hole into the digging

arena in the lower chamber, in view of the camera (see Methods). We observed that all of

the ants entered the lower chamber within the �rst hour and many engaged in digging after a

few minutes of exploration.

Within the �rst few hours, about half of the ants seemed to be digging through multiple

tunnel entrances and occasionally tunnels wide enough to accommodate 3-5 ants [Fig.

Figure 6.6 (A)]. At longer times, the tunnels grew through digging and deposition until a

few tunnel entrances remained at the top substrate interface. As the level of activity decayed,

the tunnels converged to the typical width of a single body-length, roughly accommodating

the width of 2 ants [119]. Maps of �rst-exploration-time [Fig. Figure 6.6 (B)] capture the

features of tunnel formation over the course of each trial.

The area excavated over time in all the trials follows a trend of rapid increase, followed

by a slower increase [Fig. Figure 6.7 (A), non-black colors]. In a few trials, additional waves

of rapid digging appear, but eventually, those too settled into a slower rate of expansion. By

averaging area excavated in all trials, this trend appears even clearer [Fig. Figure 6.7 (A),

black]. Excavation rates reveals additional subtleties when viewed over multiple time-scales
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